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From the editor

We aim to promote editorial independence 
and free debate: views expressed by contri-
butors are not necessarily those of the editor 
nor of the proprietors.
©Professional Tester Inc 2013. 
All rights reserved. No part of this publication 
may be reproduced in any form without prior 
written permission. “Professional Tester” is a 
trademark of Professional Tester Inc.
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To my chagrin as a confirmed social 
networking phobic, the Professional 
Tester group on LinkedIn is producing 
some interesting testing discussions. 
I'm grateful once again to member 
Nicolaas Kotze, this time for pointing 
out how difficult it is to find empirical 
information, as opposed to theory or 
speculation, about the cost of software 
failures. He aims to collect case studies 
that will be useful to those negotiating 
for test resources. If you can share one 
with the group please do so, using LI 
or by emailing me.

As every tester knows, every defect 
fixed before it causes product failure 
has cost too. One of its components is 
the sum of the cost of the repair, 
related rework, retesting and 
regression testing the defect makes 
necessary, all easily quantified in 
any properly-managed project.

Doing that gets harder if the defect 
causes late (or cancelled) delivery of 
functionality, called by some “project 
failure”. The direct cost to acquirer 

and supplier (ISO/IEC 12207) depends 
upon their contract, but there is also 
the question of damage to business 
relationships and reputations: that 
between the acquirer and supplier, 
but also between each of them and 
other entities affected or influenced 
by the failure. This effect can be 
open-ended, hence the corporate
instinct, also noted by Nicolaas, to 
attempt to contain it by suppressing 
details of what happened.

Whatever the type of failure, one 
cost always goes unaccounted for 
because it is borne by the innocent: 
users of the software and the services 
it supports, shareholders, taxpayers. 
PT agrees with those who believe that 
those responsible have a duty of 
candour and that is why it has 
launched its first campaign. For details 
please see http://professionaltester.com/
news/Article.asp?id=287.

Edward Bishop
Editor
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and TM/ALM tools help to achieve it. All 
involved are aware that information, eg 
plans, schedules, assignments, milestones 
and so on exists, and what parts of it they 
need to carry out their task.

But the information is incomplete. It lacks 
crucial information about incidents that 
have occurred. That information, if made 
available to the right people, would 
enable them to do their tasks more 
accurately: including, in some of their 
cases, the vital task of maintaining the 
plans and schedules. This problem is 
not availability or even distribution of 
information: it is capture of information. 
Incident reporting is not done well 
enough, because it is not fast and easy 
enough. Don Draper and I founded 
AdminiTrack.com to address that, by 
helping to streamline incident reporting.

Why incident reporting fails
As with any improvement initiative we 
should start with an assessment of the 
status quo. In my experience the following 
factors often cause incident information 
shortfall and therefore trouble. I suggest 
you check whether they exist in your team 
and organization.

people raise incidents within 
subprocesses, not the main process. 
For example, a developer may add a 
TODO comment rather than entering 
details in the TM environment. A user 
who observes an incident may email or 
speak to someone who helps the user 
but does not record the details 
adequately

people raise incidents in different ways. 
A person working in a certain role tends 
to record only what information is most 
useful to that role, or the role they 
expect will use it. That denies 
information to people in other roles

by Krishen Kota

The truth about trouble
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Have you ever worked on a troubled 
project? My definition of that term is a 
project which is behind schedule and/or 
over budget and affected adversely by 
an important stakeholder who is upset 
about that.

Most troubled projects end in late delivery 
of an inadequately tested product. Guess 
who gets most of the blame? That's right, 
those whose work is most disrupted, 
truncated or ignored by the trouble before 
the bad delivery is also the most criticized 
after it. There's little point complaining 
about that, although we do anyway of 
course. What we need to do is stop the 
trouble. I believe the solution lies in 
incident reporting.

In the February 2012 issue of Professional 
Tester Geoff Quentin wrote, about his 
Consolidated Test Process, that “the key 
message is that all project information is 
open, available and intelligible to all 
involved”. Many other textbooks and 
process models call for something similar 

Reality is a series of incidents

Krishen Kota on 
incident reporting 
improvement

Incidentally...



Figure 1: reporting interface tailoring

Figure 2: informing stakeholders
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that “every decision should be influenced 
by individuals each in proportion to what 
they stand to lose if it is wrong”. 
Improvement strategy part 2 can be 
achieved only by informing all stakeholders 
of every incident reported (figure 2). Do not 
try to filter which incidents are informed nor 
to whom. In doing so, you make a decision 
which does not belong to you, but to 
whoever you decide not to inform of an 
incident. It is wrong.

people are active in obtaining what they 
know they need for their role. They don't 
know they need information about 
incidents which they don't know have 
occurred.

So for many organizations the necessary 
improvement strategy is in two parts: first, 
help everyone to record what is most 
useful to all roles; second, push the 
information needed by specific roles to 
them. It is important to remember that 
according to the CTP and many other 
sources, anyone should be able to raise an 
incident. Furthermore, making information 
about incidents “intelligible” to someone 
implies making them aware it exists. The 
invisible cannot be intelligible.

Friction reduction
Strategy part 1 cannot usually be achieved 
by imposing a strict global standard on how 
incidents are recorded. That would only 
mean asking people to enter what they do 
not have immediately to hand and/or more 
information than appropriate use of their 
time allows. An attempt to force them to do 
either will be resisted with counter-
productive consequences. Having a record 
of an incident is far more important than 
having full details of it: a bad report is far 
better than no report.

So focus first on ease. Make it as easy as 
possible for everyone to report incidents, 
especially those who may observe 
incidents but not report them. Tailor the 
reporting interface to make it as easy as 
possible for people working on specific 
tasks. Allow individuals, within limits 
according to their role, to tailor it 
themselves (see figure 1).

As more incidents are being recorded by 
more people you will have more of the 
information needed to work out more 
precisely what should be recorded and 
how, and so continue to refine the imposed 
tailoring while increasing the potency of the 
information stored. This is a good example 
of a self-improving process.

Prioritization optimization
The editor of this magazine has opined 

Incidentally…



Figure 3: incident list

Krishen Kota is co-founder of AdminiTrack.com and serves as a trusted advisor to 
organizations seeking to improve their strategy execution and development of high 
performance teams. He writes and publishes the journal Practical Productivity Now 
(ISSN 19375107, see http://adminitrack.com/newsletters/PracticalProductivityNow.aspx)
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The customer threatened not to pay. The 
contractor prepared to sue the subcon-
tractor. With litigation imminent, all parties 
agreed to try AdminiTrack. Everyone 
involved, in all three organizations, could 
understand all the “issues”: that is 
incidents, what was known about them, 
and what was being done to resolve them. 
Working together, everyone involved, 
including the customer, did what was 
necessary to achieve customer satisfaction. 
Litigation was avoided. Users got what they 
needed. Everyone got paid.

As a tester you may be able to influence 
your team's, and overall project, success 
more than you realize. Focus your 
improvement efforts on reporting and 
communication of incidents, so that the 
help and influence of those working in 
other roles is fully engaged   

Instead, allow the information receiver to 
tailor what details of each incident they 
see, based on what they think they need to 
make a correct decision on whether or not 
to ignore it. Both of those decisions are, 
after all, rightfully theirs. If they decide not 
to ignore it, they should be able to access 
full information about it and, if they choose, 
register their decision about it, easily. In the 
case of key stakeholders, that is done by 
changing the priority of resolving the 
incident. That resolution may involve 
isolating and identifying a defect in 
development or in testing. People in other 
roles – that is, lesser stakeholders – 
register their decisions by adding more 
information to the incident record, including 
about its current status. This enables 
everyone else to do the same, and the key 
stakeholders to make even better-informed 
prioritization and assignment decisions. 
See figure 3.

A true story
An organization engaged a subcontractor 
to develop a system for its customer. All 
seemed to go well until the project 
approached completion. “Technical issues” 
were blamed for late (by months) delivery. 

PT - February 2013 - professionaltester.com 
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by Jim Holmes

TMI
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Effectiveness of testing depends upon 
that of incident management. It has critical 
roles in improving both product and pro-
cess. Here I will focus on its use in project 
management, to answer urgent questions: 
What's the risk? How confident can we 
be? What action should we take?

If the answers are to be sufficiently 
accurate (and if they are not, they are 
much worse than useless) incident mana-
gement needs quality input. Information 
about incidents and defects comes in 
various forms from multiple sources. All 
of it must be accepted correctly. Other 
contributors to this issue of PT discuss 
how to make incident reporting efficient 
and comprehensive. This article is about 
making it flexible and adaptable.

Form filling
My ideas about how to raise incidents 
have been influenced by the chapter en-
titled “Bug Management and Test Case 
Effectiveness” by Emily Chen and Brian 

Gather comprehensively, present 
selectively

Good incident 
reporting and its 
advantages as seen 
by Jim Holmes

Incidentally…

Nitz, in Beautiful Testing (Tim Riley 
and Adam Goucher, eds, O'Reilly, 
ISBN 9780596159818).

This, other works and personal experience 
have led me to believe that incident re-
ports should contain just the right amount 
of information. Stuffing them with super-
fluous log entries, ancillary stack traces, 
and memory dumps is harmful. The extra-
neous information throws readers off the 
true track of what has happened, why it 
matters and how to do whatever they 
need to.

Duplicating information between reports 
is similarly noisy, and also error-prone: 
references to its source are far better. 
For example, rather than including a 
failure report from a CI server, include a 
link to the report page for the relevant 
build. That way the reader can choose 
what from that is relevant to his and her 
task, rather than being guided or mis-
guided by the incident report author. 
Furthermore, if the source information 
is updated, the incident report will not 
become out of date.

Never allow automated filling of incident 
report forms by automated testing, regard-
less of what executes it or where. It is 
likely to flood the IM with false positives. 
Incident detection by automated testing 
requires human intervention before re-
porting and, if reporting is necessary, 
human reporting.

Figure 1 shows an incident detected 
during integration testing reported using 
TeamPulse, Telerik's ALM tool. It includes 
a link back to the originating report, a 
description, and information to support 
the assertion that the incident occurs 
locally as well as on the CI server. The 
last is important because it confirms that 
the person raising the incident has vali-
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direct and decide next steps in unscripted 
testing, checking and investigation. When 
mining for ideas, it's good to keep the 
following in mind.

area: grouping incidents by component, 
feature, purpose, etc can reveal impor-

dated it and that the incident happens in 
more than one environment, tending to 
eliminate environmental causes so save 
investigation effort.

Some test automation tools are able to 
push test failure details to third-party 
incident management /bug tracking 
systems, giving a great start to incident 
reporting and so resolution. Figure 2 shows 
such a “ticket” being created in Telerik Test 
Studio, which can also output a zip file 
containing exception details, screenshots 
depicting expected and actual outcomes 
and, for web applications under test, a 
complete copy of the DOM at the 
moment of detection.

Non-functional incident reporting
Performance and load/stress testing is 
more complex and diverse than functional 
testing. Approaches, practices and tool-
sets vary enormously. Often the data 
gathered is moderately transitory and 
even for a single incident is gathered from 
multiple supporting tools such as Windows 
Performance Monitor and PowerShell, 
shell scripts and so on. These factors 
make it harder to get the amount of 
information in an incident report right. 

Perhaps the most important difference to 
bear in mind is what is involved in repro-
duction. The investigating developer will 
probably not be easily able to observe 
the failure for his or herself. So rather 
than stating it in terms of unexpected 
output, it is important to document the 
unexpected observations, indicating what 
will be looked for during retesting to decide 
whether a fix has or has not achieved 
improvement. For this purpose the output 
from the tool(s) used, including screen-
shots, is often helpful. Figure 3 shows 
HTTP responses alongside a graph of 
CPU utilization, with accompanying 
entered information, all compiled 
in Test Studio.

Incident reporting as input to 
exploratory testing
Clear and effective incident reports – even 
those which end up being closed with no 
defect found – are a great resource to help 

Figure 2: pushing test failure details from automated testing to incident reporting

Figure 1: incident report

tant common factors and other 
associations

severity: while focusing on important 
defects, occasionally compare them 
with apparently less important ones 
which may help to complete a picture

Figure 3: performance failure report
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age: old incidents tend to be less 
impactful (or they would have been 
investigated/fixed) and therefore less 
likely to lead to other important ones, 
but the implications of recent 
incidents need investigating and
that can be fruitful

churn: incidents that have been 
closed and reopened, especially if 

PT - February 2013 - professionaltester.com 
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Figure 5: code coverage measurements

Figure 4: mining active incident data

Figure 6: incident detected by exploratory testing

repeatedly, indicate something 
significant and not understood, so are 
a good hunting ground.

Figure 4 shows a list of active incidents 
displayed using TeamPulse's filtering, 
searching and manipulation capabilities.

Considering code coverage information 
as well makes this method even better. 
In figure 5, NCover shows poor coverage 
in the “providers” area of the SUT while a 
defect is being isolated at unit level. Based 
on this, a charter was drawn up to explore 

integration of various types of users and 
payrolls. As every exploratory tester knows, 
the most interesting discoveries come from 
noticing things just outside the charter. In 
this case, it led to the defect – an editiable 
field that should be read-only – in figure 6.

Keep a high altitude view
Incident information enters your tracking 
system from many sources. See this for 
what it is: a tremendous advantage. Use 
it for steering as well as reporting. More 
data is a very good thing when it is used 
thoughtfully  

Jim Holmes is an evangelist for Telerik. 
Free trials of the Telerik products 
mentioned are available at 
http://telerik.com
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by Dinakar Sankar

Destination: 
uneventful development
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Incident management is as important 
as defect detection. Its effectiveness is 
critical to any testing effort.

At Cognizant it is a key activity: our 
approach to it is based on established 
principles and has improved continuously 
throughout our many years as a global 
leader in quality assurance and testing. In 
this article I will share details of how it is 
done. I hope fellow testers will find it 
interesting to compare our practices with 
theirs and gain some ideas to consider.

Goals of incident management
These are not listed in order of 
importance, but are considered equally 
important.

Detect inconsistencies in business 
requirements. Incident reporting and 
investigation provides one of the best 
opportunities to achieve this. When an 
inconsistency is confirmed, 
requirements and designs are reviewed 
to search for further instances of it, 
other inconsistencies similar to it, and 
assumptions that may be based upon it 
or them

Provide information for root cause 
analysis. An incident confirmed as 
caused by a defect means an error in 
development and therefore a weakness 
in the development process. An 
incident that does not indicate a defect 
means the test is wrong therefore the 
test process has failed. Identifying and 
acting upon these events accelerates 
process improvement

Ensure that all incidents are 
resolved appropriately and help with 

Incident management as a process 
improvement method

Cognizant's 
methodology 
presented by 
Dinakar Sankar

doing this quickly. This requires 
accurate tracking, clear visibility and 
sufficient information for reproduction, 
but with modern tools applied diligently 
that is usually easy to achieve. The 
greater challenge is the capture and 
main-tenance of the information 
required 

Urgent: 

all business service would cease

to restore service or limit damage, 
immediate action would be needed

critical functionality could not be 
used 

business reporting would be 
rendered incorrect

testing cannot or should not 
proceed until resolution

High: 

some business service would cease

some functionality could not be used

some business operations could not 
be conducted

no acceptable workaround is known

system-wide business requirements 
would not be met

testing must or should be limited 
until resolution

Medium: 

business service would be reduced

an acceptable workaround is known

testing can proceed after short 
interruption

Low: 

business service would be of lower 
quality

cosmetic or interface design issue 
that would not prevent conducting 
any business operation

testing can proceed without 
interruption

Figure 1: incident severity classification
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management references, 
regionalization settings and your actual 
geographical location. Where an item is 
not available, say why not

include supporting information (or 
references to it) such as communi-
cations about expectations, previous 
output and existing reports regarding 
the test items

define as formally as you can the 
expected outcome, the actual outcome 
and how they differ

where test data is used, include it (or 
a CM reference to it) and record 
formally any change to it

finally, look critically at your report from 
the point of view of a developer trying 
to reproduce the incident, then from 

the point of view of a stakeholder trying 
to understand its relevance and impor-
tance. Add anything you think may help 
them. But don't remove anything, even 
if you think it might confuse them.

Incident severity
We define severity in terms of functio-
nality: the severity of a non-functional 
defect depends on the extent to which 
it impedes the delivery of functionality to 
business users. Even a rejected incident 
has severity because of its negative effect 
on development and test productivity. The 
general severity levels and criteria are 
shown in figure 1.

Incident people impact
The picture of how much an incident 
matters is not complete without an 
assessment of how many people could be 
affected if it happened in production. How 

for effective retesting and regression 
testing

Enable accurate determination of the 
quality of the test items. This requires 
detailed data on the open defects (not 
incidents) and accurate methods to 
interpret it.

The incident management process is 
based on a common framework designed 
to engage business, users, developers 
and testers.

Incident reporting
Formal guidelines are issued and all are 
required to follow them. They are revised 
by testers as part of the process impro-
vement cycle triggered by the rejection of 
an incident, including, but not limited to, 
because it could not be reproduced. Here 
are some key tasks for anyone raising 
an incident:

describe, informally, it and why you 
think it is wrong: write proper 
sentences, not disjointed words or lists

list steps to reproduce it, and ensure 
they do (there are special instructions 
for the case where a defect is observed 
but then cannot be reproduced by 
its raiser)

use the provided checklist of possibly 
relevant information and include all that 
is available: for example configuration 

Incidentally…

Impact level People affected

Top Organization or site

High Department

Medium Group or unit

Low Individual

Severity

urgent medium high high urgent

high medium medium high high

medium low medium medium high

low low low medium medium

low medium high top

People impact

TRIAGE
AUDIT
and

ANALYSIS

reopenednew

open

fixed

duplicate

closed

rejected

deferred

Testing

Development
assigned

Figure 2: people impact classification

Figure 3: incident priority

Figure 4: incident lifecycle
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what we call the project requirements and 
use the current product-related incident 
management information as an input to 
wider, more elaborate project reporting.

Incident lifecycle
This has two goals. The first is robustness, 
to ensure that every incident, once raised, 
is tracked at all times. The second is con-
currence, to ensure that the information 
held about the incident reflects its actual 
status at all times. Figure 4 depicts a 
typical implementation of our lifecycle 
model. The triage activity is carried out 
by testing, development, business and 
project roles working together. The audit 

to do this depends on the architecture and 
modes of use of the test items and the 
system(s) to which they will be integrated 
and interfaced. However a recent example 
classification scheme is shown in figure 2. 
The exact meanings of “organization”, 
“site”, “department”, “group” and “unit” 
were defined elsewhere.

Incident priority
Priority refers to the urgency of resolving 
the incident and is derived from its severity 
and user impact as shown in figure 3. This 
does not take account of project 
dependencies, external time constraints 
etc. Where these exist we define them in 

PT - February 2013 - professionaltester.com 
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Role
Can change status:

from to

Test lead/analyst
new open, rejected, duplicate

fixed closed, reopened

Development manager open, reopen
assigned, deferred, 
rejected, dupllicate

Developer assigned fixed
Dinakar Sankar is a test manager for 
Cognizant (http://cognizant.com)

1 New: the default status

2 Open: checked and accepted by testing so assigned to development

3 Assigned: assigned to a specific developer or development team for fix

4 Fixed: the incident was caused by a defect of which fixing has been 
attempted. When this state is entered the fix time and R&D information 
must be added to the incident report

5 Closed: retest has completed without repetition of the incident

6 Rejected: the incident was not caused by a defect so no fix will be 
attempted

7 Duplicate: the incident is equivalent to one raised earlier, or is caused by 
the same defect as another incident raised earlier

8 Deferred: further investigation of the incident, including fixing of the defect 
that caused it if required, has ceased for the current release of the product 
and held over for a future release

9 Reopened: the incident was observed again during retest

Figure 5: status definitions

Figure 6: status change permissions

and analysis activity is led by testing with 
help from other roles when needed.

Incident status
We use nine states, defined as in figure 5. 
The allowed state changes and the roles 
allowed to make them are shown in figure 
6. These limitations are enforced by per-
missions set within the incident mana-
gement applications in use. Illegal 
changes, for example new  to deferred, 
are prevented simply by granting 
permission to make them to no role.

The next frontier: defect prevention
Because Cognizant's incident manage-
ment and incident audit and analysis 
processes are highly repeatable, they 
enable us to define and measure the 
outcome “defect detection capability”.

Ever-growing historical data and the 
rends it reveals are also helping us to 
transform more of these processes from 
reactive to proactive ones: so that more 
defects (and therefore incidents) are 
prevented rather than detected. Using 
the processes together with other 
modern IT disciplines, we are able to 
build a framework that helps avoid more 
errors early in the SDLC. This is being 
improved continuously using measure-
ment of the defined outcome “defect 
prevention capability” 
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You could try to find or derive a formula 
based on test results (from before the 
changes were made) and risk analysis 
that aims to predict which of the tests are 
most likely to detect regression defects 
and omit the rest.

You could group the tests into suites using 
similarities of various types, compare those 
types with identified, possibly related cha-
racteristics of the changes, and execute 
the suites that seem the best match.

You could place your faith in the “defect 
clustering” theory and omit tests which up 
to now have detected few defects in favour 
of those which have detected many.

You could do the opposite, based on the 
“pesticide paradox” which says the tests 
that detected defects have probably 
already exhausted their defect-finding 
potential and are unlikely to detect more. 
Embracing that, you could attempt to 
“refresh”, ie change the tests. But this is 
no longer regression testing: you risk 
replacing a test that would have detected 
a defect with a modified version 
that won't.

You could throw a dice or otherwise 
generate random numbers to select, 
arbitrarily, however many tests you think 
there will be time to execute if they don't 
detect any showstopping defects.

All these approaches have the same value: 
none. This is because the very nature of 
regression is that it is unpredictable. The 
definition of regression testing is that it is 
to assure against unexpected effects of 
change. Trying to do that by trying to 
expect them is a contradiction in terms 
and an exercise in self-delusion.

Alternatively, you could abandon regres-
sion testing and instead try to satisfy 

by Chris Adlard

The regression scoping 
problem solved?

PT - February 2013 - professionaltester.com 16

Test techniques

Regression testing is the reason 
automated test execution exists for the 
simple reason that it takes ages. The more 
productive testing is – that is, the faster 
good tests are created, implemented and 
executed – the greater the regression 
testing burden becomes. It quickly 
becomes impossible to execute all the 
tests. Some of them must be left out. 
But which?

Dicing with disaster
You could try to judge, based on 
architecture design, which functions or 
components are most likely to be affected 
by the changes that triggered the regres-
sion test and cherry-pick tests designed 
to exercise those functions or components 
for execution.

The past is no guide to 
the unexpected

Chris Adlard on how 
to know, not guess, 
whether a test should 
be executed after 
product change
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g is changed as shown in figure 2. What 
is returned by f and g is not changed. Is 
it necessary to repeat unit testing of f?

Going on the fact g has changed and f 
depends on g, yes: but the behaviour of g 
in the context of f has not changed. The 
static analysis models reflect this, 
enabling TA to say “no”.

Let the code be changed again to that 
shown in figure 3. Now g may or may not 
return null. Thus the models change and 
TA recommends test coverage of f. 
However since f still returns void, TA 
would not recommend coverage of 
other subprograms that depend on f.

Alternatively, suppose the code in figure 2 
was changed directly to that in figure 4. 
Here, what is returned by f depends on 
what is returned by g, and the change to g 
may cause that to change. So the require-

yourself that the product has not regres-
sed by playing with it (exploratory testing).

Replacing uncertainty with certainty
The alternative technique I am going to 
suggest is based on static analysis and 
code coverage. It is made possible by 
Change Impact Analysis, a new feature 
of Coverity Test Advisor, the 
comprehensive tool that forms part of 
Coverity's industry-leading development 
testing platform used on tens of thousands 
of products including applications used to 
detect the Higgs boson at CERN and the 
Mars rover Curiosity. CTA is used for 
development testing, that is before code is 
integrated. However the information CIA 
provides about code dependency can be 
used to scope regression testing executed 
after integration. It is factual and absolute, 
not statistical or estimated. Put simply, it 
tells you which code cannot become 
defective due to changes in other code.

How CIA works
Coverity Static Analysis uses patent and 
patent pending technologies to understand 
many aspects of source code. One of them 
is the full subprogram call hierarchy: eg 
“subprogram A calls B calls C calls D and 
E”. Another is the behaviours of each 
subprogram: eg “subprogram A allocates 
and deallocates resources; B dereferences 
parameters passed to it; D taints data from 
the security perspective”. All this informa-

tion is used to generate bottom-up models. 
Given these models, interprocedural 
analysis started at the top of a call chain 
does not have to traverse into every called 
subprogram. Thus code defects, especially 
security vulnerabilities, are detected 
efficiently early in the lifecycle.

Test Advisor makes use of this capability 
to indicate the need for unit test coverage. 
Consider the simple code in figure 1: f 
returns void and g returns non-null. Now, 

Test techniques

Figure 1: original code

Figure 2: g is modified
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In that case, I have no better idea to 
eliminate more tests than the ones I have 
criticized above. Take your pick of them. 
You are still guessing, but from fewer 
possibilities. You know that every test you 
decide to include can detect regression. 
Exactly the same applies to those you 
choose to eliminate. I hope that fact may 
be useful in negotiating for the resources 
necessary to execute all the necessary 

ment for repeated test coverage – the 
“test ripple” – will propagate from f until 
the models say it can stop safely.

Scoping at higher test levels
So we know which unit tests need to be 
repeated to assure against regression. 
How can this be translated to integration, 
system and acceptance regression tests?

It is necessary to find out which tests 
exercise what code. PT editor Edward 
Bishop demonstrated a very simple home-
brew method to do this in his article on 
test design improvement in the February 
2012 issue of Professional Tester. Please 
note that the fact this issue was sponsored 
by Coverity is a coincidence.

By modifying Bishop's instrumentation 
program to measure coverage of sub-
programs rather than lines, and his 
analysis program to correlate that infor-
mation with TA's output, it can be deter-
mined exactly which of the tests may give 
different results as a result of changes to 
the test items and which cannot.

Weaknesses of the technique
It's important to understand that executing 
the first set of tests without incident does 
not guarantee against regression. Neither 
would executing all the tests, because the 
test items may have regressed in ways 
none of them is capable of detecting. 
However it does guarantee that by 
executing the first set the same assurance 
is achieved as would be by executing all 
the tests. In other words, the tests this 
technique identifies as unnecessary are 
definitely unnecessary.

The most likely problem to occur in 
practice is that not enough tests are 
eliminated: the set of necessary tests 
is still too large to execute in the time 
available.

tests, as stakeholders and users 
unarguably deserve.

Finally, because using the technique 
prevents execution of unnecessary 
tests, where regression exists its 
detection should improve. I hope that 
too will help to promote the execution 
of necessary (NB not “adequate”) 
regression testing  
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Figure 3: what g can return has changed

Figure 4: what f can return has changed

Chris Adlard is senior manager of worldwide customer advocacy and communications 
at Coverity (http://coverity.com). He has also worked at IBM and CA Technologies and 
directed consultancy projects for technology startups
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by Steve Watson

Acceptable behaviour
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The quality of a user story can make or 
break a sprint. This article is about how to 
improve it by adding acceptance criteria.

The “that's another story” technique
Here is an example of the narrative of the 
user story for a web banking application.

As a bank customer, I want to be able to 
view the balances of my accounts, so that 
I can find out my financial situation with 
the bank

Agile doesn't need formal requirements 
but it does need to know what “done” 
means

Steve Watson wants 
to tell us a story

Figure 1: interface sketch (drawn using Balsamiq Mockups, see http://balsamiq.com)

It is intentionally simple, straightforward 
and jargon-free. The reader knows 
immediately what the feature it describes 
is and is for, but nothing is said about the 
technicalities of how it may work. That 
discussion will happen later in the sprint 
planning meeting.

Delivering this will require many things: 
for example secure user authentication, 
effective standards-compliant presenta-
tional design and integration with external 
services. They should be ignored. Focus 
on the key thing needed to deliver the user 
story, which in this case is functionality to 
display the balances. Aim to state the user 
story that will inform the development and 
testing of that, making whatever assump-
tions are necessary to do that well. The 
assumptions, if important, will be in other 
user stories.

However there may be constraints we 
cannot separate from this user story so 
easily because they threaten to make the 
shared definition of done wrong or ambi-
guous. They are not other stories, but 
intrinsic to this story. In the current case, 
suppose a customer opens a new 
account. It will take some time to imple-
ment it in back office systems, so that its 
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that a “log out” function will be available. 
Including these in the sketch adds 
context, the redundant information that 
again helps to avoid misunderstanding.

The definition of done
Acceptance criteria are also known as 
confirmations. They 'give us a shared 
definition of done' (Dan North, see 
http://dannorth.net/whats-in-a-story). 
To write them, starting from the clear 
understanding of the important aspects 
of what is required provided by the user 
story but without the onerous (many 
would say impossible) task of defining 
that formally, find and attempt to 
remove ambiguity.

The reader will already have thought of 
the following obvious (to testers) 
questions and possible answers:

what if the customer has only one 
account? The balance of that account 
should be displayed

what if the customer has zero 
accounts, ie all his or her accounts 
have been closed? A dialog like “you 
have no active accounts. If you have 
opened an account recently, please 

allow 24 hours for it to be shown 
here” should be displayed

what if the balance of one of the 
customer's accounts cannot be 
calculated (ie the services return 
something unexpected)? The 
balance of that account should be 
displayed as “not available”

what if the customer appears to 
have very many accounts (ask the 
business to define “very many”)? No 
account names, numbers or balances 
should be displayed. A message like 
“we apologize that this service is not 
available at this time” should be 
displayed instead

…and so on.

Formalizing acceptance criteria 
for automation
The carefully simplified user story and 
the carefully detailed acceptance requi-
rements are not merely a test basis: they 
in themselves define tests which can be 
directly automated. To do so, a formal 
acceptance criteria definition language 
is needed. My team uses Gherkin in a 
framework with Specflow feature files 

balance becomes available to the web 
application via the external services upon 
which it depends. During that time the 
user story would not be deliverable. 
This ambiguity has the potential to disrupt 
and confuse both development and 
testing. So we need to remove it by 
adding a rule as follows: account means 
an account that was opened more than 
24 hours ago.

The picture worth more than 
a thousand words
The next thing a user story needs is a 
sketch (see figure 1) to help explain what 
the story writer expects the user to see. 
Do not confuse this with requirements or 
design: it is neither, but is used only to 
prevent misunderstandings. It makes 
clear, in a way that would be laborious 
using text alone, what the story writer 
has in mind.

Therefore if you are not sure how 
something that is part of another story 
would look leave it out. On the other hand 
don't be afraid of making reasonable 
assumptions: provided your sketch is 
used in the correct way they don't matter. 
For example, it's reasonable to assume 
that the bank's logo will be displayed and 

Figure 2: Specflow feature file]

Figure 3: scenario for a user who has opened an account 24 hours or less ago

Figure 4: scenario for the activate previously-saved standing order rule
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transactions that affect the account 
balances, logging off and going away, or 
just going away, within our user story. 
Here's an example narrative:

As a bank customer, I want to be able to 
enter and save details for a new standing 
order, so that I can make it active at a time 
of my choosing

Imagining this function as a tester, many 
rules come to mind. They include:

the customer can activate a standing 
order whose details the customer has 
saved previously

the customer can enter and save the 
details of a standing order without 
making it active

the customer can amend details of 
a standing order, active or not

the customer can delete the saved 
details for a standing order, active or 
not, so deactivating it if it is active.

Figure 4 shows the scenario for the first 
of these rules. Obviously there are many 
other rules, scenarios derived from them, 
and tests needed to assure their imple-
mentation. Identifying them all without 
missing any, then simplifying them so 
that they can be tested as efficiently as 
possible, is an important role of testing 
in an agile development environment.

Rules, principles and pragmatism
Every user story, however simple, should 
include at least one acceptance cr iterion: 
otherwise how can it be tested? 

(figure 2) created using Microsoft Visual 
Basic and Selenium Webdriver with step 
definition files in C#. For more complex 
features than this example, the keywords 
are used as follows:

'Given' is the precondition that has to be 
fulfilled. In this case, it is that the user has 
launched a browser and logged in to the 
application

'When' is the action taken by the user 
when it is made available to the user, ie 
when 'Given' is satisfied

'And' is an operator. It can be used to 
qualify 'Given' and 'When' and to extend 
'Then'

'Then' is what is expected to happen when 
'When' (qualified by any following 'And's) 
is executed. That is what needs to be 
verified by the tests.

The beauty of user stories/acceptance 
criteria/tests documented in this way is 
that they are easy to understand for stake-
holders, users, developers, tester 
and test automators.

The scenario for a customer who has 
opened an account 24 hours or less ago 
is shown in figure 3. It's not perfect. It 
doesn't need to try to be perfect, but to 
impart the idea sufficiently beyond 
reasonable doubt. This is the distinctive 
characteristic of users stories and other 
specification-by-example methods. Agile 
sceptics should ask them-selves when 
they last saw a perfect formal 
requirements document. 

Beyond the simple
Now that we have defined how to define 
acceptance criteria, but understood that 
they need not be defined fully, we are 
ready to use them. The simple example 
above assumes immediacy: the expected 
outcome is directly dependent upon the 
input. To define how our application works 
well enough to enable agile development 
and adequate testing we must address 
the real-world situation where the user 
does other things, including carrying out 

If writing one seems hard, question the 
user story: it must imply some sort of 
measurable business benefit, or should 
be modified or omitted.

Acceptance criteria must be written 
before the user story is accepted into a 
sprint. Resist any temptation to add them 
later. This will simply cause unnecessary 
backlog.

If the user story is changed, ensure the 
acceptance criteria are reviewed and if 
it is necessary to amend them that 
everyone is informed.

Some believe that the number of accep-
tance criteria associated with a user story 
should be limited: if it grows too large the 
story should be split into two stories and 
the acceptance criteria split between 
them as necessary. The reasoning behind 
this is presumably that if too many 
acceptance criteria start to look like 
formal requirements: they become 
unwieldy and hard to bear in mind 
simultaneously, defeating the “divide and 
conquer” principle.

I don't do this however, except if how to 
split the story seems very natural and 
obvious. That's unusual, because if it is 
the case the two stories will usually have 
been written separately in the first place. 
An artificial or contrived split can cause 
difficulties of its own which may be worse 
than those caused the long list of accep-
tance criteria. And even a good split 
creates more work and repeated work 
unnecessarily, just in order to conform 
with a rule, breaking an even more 
fundamental agile principle 
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for more than 20. He also presents a 1980s music programme on community radio
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the same root cause, so will consider them 
as a single defect.

The impact
The user not being able to see or 
understand the desired data is one 
thing. Being given wrong or confusing 
information is another. The empty 
graphs could easily be taken as authentic. 
The fact that figures are missing could 
be thought to signify something real. 
Worst of all, the apparently meaningful 
sentence “This school has NEW pupils” is 
in fact meaningless and misleading. It 
should simply state the number of pupils 
at the school.

If indeed “facts are sacred”, The Guardian 
has committed sacrilege. Decide for 
yourself whether to trust any other 
information from it. We will not.

The defects
“NaN” is displayed because the value 
of the variable alevel assigned from 
GFT as shown in figure 4 is “not a 
number”. The table contains instead “-”.

Lies and statistics
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Rude Coarse Analysis

The biggest news story in the UK on 
24th January 2013 was the release of 
the government's “school league tables”, 
statistics quantifying the success or 
otherwise of the nation's pupils and their 
more than 4,000 schools. It received 
exhaustive coverage in all media. The 
Guardian attempted and failed to publish 
the data using the Google Fusion Tables 
web service (see figure 1).

The user experience
When viewing the data on many of the 
schools, multiple obvious functional failures 
were immediately apparent to the user. 
Several of them are shown in figures 2 
and 3. Note that the missing values are 
also used to generate the graphs which 
indicate all-zero values as a result.

This edition of RCA will conclude that the 
defects that caused these failures share 

An important 
trusted source fails 
its readers badly. 
Why?

Warning: much of the information 
about schools displayed here is 
inaccurate. Do not use it.

Figure 1
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working with a specification of the format 
of the promised data which turned out to 
be wrong when the real data was released. 
Therefore we blame the DBAs.

How did testing miss this?
The failure should have been prevented, 
completely, by basic good testing practice: 
the preparation, review and use of 
adequate simple documentation. Readers 
know PT's views on that well enough by 
now, so we'll skip them this time.

The failure could have been prevented by 
adequate simple empirical testing. The 
interesting question is now much would 
have been adequate. That depends on how 
many of the schools, when viewed, exhibit 
obvious failure. We tried a biased-random 
sample of five schools and found the two 
depicted here. Of course we may have 
been unlucky. Developers and testers may 
have tried more schools and also been 
unlucky.

How could testing have helped?
Again we will omit the best, cheapest, 

The missing percentage is the variable 
level4, returned by GFT as null. The “NEW” 
is actually in the table. The “[unknown]” is 
generated by code, as shown in figure 5.

These are all integration defects. The 
presentation layer is insufficiently 
compatible with the output of the web 
service.

The root cause
GFT is not at fault: it has returned exactly 
what it should, ie the data stored using it. 
So what is?

The code is hairy. For example, It includes 
esoteric and very similar variable names 
and accepts and uses input data via long, 
unwieldy field names and with almost no 
validation. Nevertheless it is not functio-
nally defective. If the inputs it expects to 
be numeric are numeric the failures do not 
occur. Its hirsuteness is exposed by the fact 
the data contains non-numeric values.

So whoever wrote the affected code was 
not aware of that possibility: he or she was 

Figure 2 Figure 3



As this issue of PT goes to press the failures are still in production. If you’d like to see 
them for yourself be quick as they will probably be fixed soon.

Thinking about the causes of past failures can help prevent them in future, and that 
matters. If you notice or know of one please tell us. For information about PT's 
campaign for a openness in software organizations see 
http://professionaltester.com/news/Article.asp?id=287
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secondary-schools-guide retrieved 29th 
January 2013 2230 UTC). It saddens us 
to say that this can only mean that it was 
assumed all schools were OK and testing 
stopped before all schools had all been 
checked. In other words, exploratory testing 
was used but was inappropriate because 
the possible input was quantifiable and 
small (select one of about 4,000 schools) 
and the expected output format 
easily defined.

It also means that systematic automated 
testing, using even a single computer, has 
simply not been done. That's a bad error 
because it would have limited the number 
of users experiencing the failure: PT, for 
example, would never have known of it  

most effective and inexplicably neglected 
approach: trivial analytical testing which 
would likely have anticipated the defects 
before the data became available or at 
worst would have detected them 
seconds after.

In empirical testing not supported by 
analytical testing, the error was in not 
continuing to test, including after deploy-
ment if necessary. The defects were not 
fixed hours after being put into production.

Checking all the schools manually would 
have taken, we estimate, 67 hours. That is 
probably how the defect was eventually 
detected and reported, probably by a user. 
Automating the required empirical test, 
given a testable build, we think could have 
been done easily in an hour. Executing it 
against the production build using one 
computer would have taken approximately 
34 hours. If the schools were divided (by 
any means) into x equally sized groups, 
execution of the test against them 
simultaneously by x (real or virtual) 
computers could have been done in 
approximately 34÷x+1 hours. With x=32 
few users would have experienced the 
failure.

However the failure was still occurring at 
the time of writing, days later 
(http://guardian.co.uk/news/datablog/intera
ctive/2013/jan/24/secondary-schools-

Rude Coarse Analysis
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