
E s s e n t i a l   f o r   s o f t w a r e   t e s t e r s
TE TERSUBSCRIBE

It’s FREE 
for testers

Simulation 
virtualization

October 2013 v2.0 number 23£ 4  ¤ 5/ 

Continuous
testing and 
deliveryTEST 

EFFICIENCY

Including articles by:

Paul Gerrard 

Derk-Jan de Grood
Valori

Nick Jenkins

Eamonn Lawler
CA Technologies

Mark Lehky

Anthea Whelan
Grid-Tools



http://professionaltester.com//link/clicks.asp?type=WebHomePage&adid=3&link=pt23-ranorex


3PT - October 2013 - professionaltester.com

E s s e n t i a l   f o r   s o f t w a r e   t e s t e r s
TE TERSUBSCRIBE

It’s FREE 
for testers

Simulation 
virtualization

October 2013 v2.0 number 23£ 4  ¤ 5/ 

Continuous
testing and 
deliveryTEST 

EFFICIENCY

From the editor

It’s great to hear from you
This issue contains a new feature 
alongside the oldest of all features: 
letters to the editor. It’s a rare treat to 
be able to include it. We know most 
testers are very busy almost all the time 
– it’s almost part of the job description 
– so we’re especially grateful when they 
write to us. Opinions, questions, ideas, 
suggestions and feedback, good or 
bad, are always welcome. Nick Jenkins 
sent some of the latter and we are 
delighted it has led to our welcoming 
him as a contributor.

If you know of a failure, please tell us: 
don’t assume we already know. We 
don’t have resources to monitor the 
software quality world and miss things, 
especially when they are not reported 
widely in Dutch or English.

Finally please remember our plea, 
explained in the last issue, for real 
example test artifacts.

Edward Bishop
Editor
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Having been a tester for more than 
20 years, I have only quite recently 
become a student of ‘lean’ process 
improvement, sometimes referred to 
as “the Toyota way”. Software people 
are prone to reject analogies between 
their industry and others: “Software is 
not like anything else that has gone 
before it, electrons are different to 
steel,” they declaim.

But software is becoming more like 
every other industry than we realise.

Back to the future
In 2000, I read that in the UK the IT 
industry had been growing twice as fast 

as GDP over the previous ten years. 
Nice for some of us at the time, provided 
we were not foolish enough to believe 
it could continue: that would mean that 
at some point IT would exceed GDP. No 
one would be making or growing any-
thing, or even doing or selling anything 
– everyone would be working in IT. This 
was clearly not going to happen.

The prediction was that IT would become 
commoditized, systems would become 
more “vanilla” and more interchange-
able and custom development would 
dwindle. The middle tier would disap-
pear as providers were snapped up by 
global players or picked off by smaller, 
more nimble rivals in their niche. Cue the 
acquisition of Rational and Cognos by 
IBM, Mercury Interactive by HP, Mission 
Testing by Capita, RelQ by EDS and IS 
Integration by AppLabs, later acquired by 
CSC. Cue the rise of “does everything” 
enterprise software like SAP and Oracle. 
Cue the rise of SaaS and the cloud.

The tipping point
Automotive manufacturing is a little 
less modern than software devel-
opment but it is a great deal more 
mature. In AM, it is common for 
component buyers to tell their suppli-
ers “next year, the price per unit we 
pay you will be 5% less than now”. 
This is not something that happens in 
bad years, but standard practice. Each 
year, every year, the price goes down 
by a constant percentage. 

This is the world that IT is entering in 
the next decade.

The rise of cloud computing, for exam-
ple, has been driven by the promise of 
drastically reduced fixed costs in IT – 
less infrastructure, and fewer operators, 
developers and testers.

Mean and lean
by Nick Jenkins

Nick Jenkins 
evangelizes ATDD

Testing must reduce waste now or die
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So I believe we are currently at equilib-
rium: pressure for change is perfectly 
balanced by the potential benefit and risk 
of new investment in IT. This is in contrast 
to the previous years of booming invest-
ment, the tech-wreck bubble and lavish 
bespoke system development. 

The days of unfettered spending and 
open ended IT budgets are over. Even 
now, the opportunities for IT concerns to 
deploy game-changing technology are 
largely restricted to cannibalizing costs 
they previously inflicted on their custom-
ers. The future is a cottage industry 
innovating at small scale and massive 
convergence of commodity software as 
niches are rationalized down to a handful 
of huge players. The good news is for 
the consumer: quality (overall at least) 
will be forced up and costs down. The 
bad news for IT professionals is that we 
will need to become ever more efficient.

Learning from lean
Lean development, which was invented 
in AM, uses a deceptively simple concept 
it calls ‘value’. Value, in any process, is 
something for which the customer would 
pay. More reliability, lower fuel consump-
tion, more comfy seats: all represent 
value to the car owner.

Waste is the opposite – anything for which 
the customer would not pay. The most 
often-quoted example is inventory: parked 
lorries full of components not yet needed 
or requiring rework because they were 
not made right at the first opportunity. 
Other examples include moving things 
around more than necessary, features the 
customer will not use and quality control.

While the customer will pay for quality, 
controlling quality adds no value. It merely 
prevents defects from reaching the cus-
tomer and identifies the need for rework 
that increases cost.

Therefore AM moved away from quality 
control and toward ‘quality assurance’; 
it focused on building quality into 
processes. The change was driven by 
vital and pressing necessity to increase 

quality and reduce cost. Quality control 
cannot achieve either of those.

I am not advocating no, or even neces-
sarily less, testing: testing is necessary. 
But I am arguing against adding more 
and more testing as a way to solve 
problems. It won’t work, because it is 
governed by the law of diminishing 
returns. Rather, ways must be sought 
to (i) prevent creation of defects and (ii) 
remove defects before empirical testing. 
Testers can no longer operate at the end 
of the lifecycle, pointing their finger of 
blame upstream. Organizations simply 
cannot bear the cost. 

Traceability as a source of waste
Every profession has some words its 
members hate to hear. For testers, one 
of the most shudder-inducing is “trace-
ability”. Involved in the project too late, 
given requirements, specification and 
design documentation in great volume 
and of great complexity, and asked to 
test a product against them, we have 
no choice but to produce even more 
documentation and try painstakingly 
to link it with them, then maintain the 
linkage in the face of change. 

Otherwise we cannot show, or even 
know ourselves, that our testing reflects 
the customer’s needs. In this situation 
it is easy for the cost of testing to spiral 
to a large fraction of, or even to exceed, 
the cost of development.

Crude attempts to solve this problem by 
“brute force” include applications designed 
to help manage the information and link-
age (but with no understanding of whether 
the links are correct) or speed up test 
execution (with no understanding of the 
relevance of the tests).

All of this is waste. Automating waste 
doesn’t reduce it, it just hides it. 

ATDD removes the problem 
of traceability
As various PT contributors and its editor 
have pointed out previously, ‘test-driven 
development’ is a good way to write code, 
not to test. That’s not to criticize it: it is a 
brilliant, insightful concept that has attacked 
the psychology of developers, forcing them 
to do at last what we’ve always asked: 
document and unit test their code.

But its name refers to ‘testing’ as develop-
ers, not testers, understand it. Confusion 
caused by this is very unfortunate 
because the opposite is true of similarly-
named methods such as behaviour-driven 
development (see articles by Steve 
Watson and Roy de Kleijn in the February 
and June 2013 issues respectively) and 
acceptance testing-driven development. 

These are very definitely testing and 
what is more they are rooted in “tradi-
tional” testing: they are about correct, 
complete, clearly understandable, 
executable specifications.

As a customer service rep
I want to create a new quote
So that we can sell a new policy to the customer

Given the customer exists
And I have the customer selected
When I generate the quote
Then the quote is attached to the customer
And the quote is emailed to the customer 

Given the customer does not exist
When I generate the quote
Then the system prompts me to add the customer

Figure 1: a Gherkin acceptance test
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One way to make a specification 
executable is to express it in a low-level, 
abstract, formal language such as CASL, 
VDM etc. But doing that working from 
user/business requirements is difficult 
and prone to error and the result is very 
hard to understand except by those who 
produced it or other specialists.

As Watson and de Kleijn explained, BDD 
(and ATDD) use instead simple, high-level 
languages, the best known being Gherkin. 
Its ‘given-when-then’ structure makes the 
result very easy for anyone to understand 
and it is executable by automated test 
frameworks such as Cucumber. Now, if a 
specification of requirements is execut-
able, it is by definition an acceptance test 
(see figure 1). Thus the requirements and 
the test become the same thing. There 

is no need for traceability between them 
because there is no “between”.

Although Gherkin is so easy to read, 
writing it is not trivial. Also, maintain-
ing the tests for robust and sufficiently 
fast execution requires work and linking 
them with automated builds in continu-
ous integration processes is technically 
complex. There are functionalities that 
can’t be expressed or automated using 
Gherkin, and there are situations where 
using ATDD is not suitable.

But for most software projects, I argue 
that the benefit of bypassing the poten-
tially fatally cumbersome translation 
from requirements to specifications to 
tests makes ATDD essential. It may 
be the game-changing concept that 
allows testing to survive into the new, 
unforgiving commercial world. Ignoring 
it and other radical ideas will lead very 
soon to testers standing like a QC 
inspector at the end of an AM assem-
bly line waiting for a defect – any 
defect – to come past   

Nick Jenkins (http://nickjenkins.net) is a lean/agile/IT consultant currently working in his 
home town of Perth, Western Australia

http://professionaltester.com//link/clicks.asp?type=WebHomePage&adid=3&link=pt23-parasoft-half
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Test design techniques are the 
tester’s fundamental tools. More than 
that, they are the foundation of the whole 
profession, the archetypes of all tests. 
Every test should be based on one, or 
a combination, of them. This is true what-
ever the test’s level and regardless of 
whether or not it is scripted.

But applying the classic techniques, 
one at a time and from scratch, to large, 
complex test items is hard and slow.

A carpenter can make a bookcase 
using a handsaw, hammer, nails and 
ruler. But if asked to design and fit 
new shelves for a large library, he or 
she is likely to look for labour-saving 
devices such as a power saw, nail gun 
and laser distance measurer. Used 

appropriately, these can produce better 
and faster results.

Professional Tester has questioned why 
truly new test design techniques are so 
rare: it is arguable that none has emerged 
in the past 20 years or more. The answer 
to that question remains elusive, but here 
I will argue that the way forward is to 
realise that test design techniques are not 
the only techniques. The tester working 
in modern agile business and software 
development needs new techniques, 
based on the principles of the fundamen-
tal ones but increasing the power and 
efficiency with which they can be applied.

Finding new techniques using a 
classification model
Although many organizations are in, or 
just starting to wonder how to achieve, 
transition, for most the increasing need for 
efficiency and economy is driving a move 
to agile. Decisions on what techniques 
to use, how and when must take this fact 
into account. The meaning of agile, and 
of testing within it, is a frequent PT topic. 
Here is my try at it:

• agile requires a lot of co-operation 
and teamwork

• agile creates a lot of variation in how 
work and teams are organized

• agile tends to merge roles: testers get 
involved in development

• agile often requires automated or 
exploratory testing

• agile requires careful, detailed tracking 
of progress and quality.

My design of a classification model (see 
figure 1) has been influenced by these 
characteristics. The inner circle shows 

Class action
by Derk-Jan de Grood

Derk-Jan de Grood’s 
classification model

Update your technique portfolio for agile
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three types of technique used to test; the 
outer, all techniques used to manage and 
deliver successful testing projects, based 
on and drawing upon techniques in the 
inner circle.

How to use the classification model
The classification model can be used to 
organize your technique portfolio.

List the techniques you use regularly 
then map them onto it. Then do the same 
with the ones you don’t use but could, ie 
you think you understand them well. If 
you can’t classify a technique you know, 
see below for explanations of techniques 
typifying each class and why they do so.

Thus discover your weak spots: the 
technique types of which you know little. 
The next time someone suggests using 
a technique, show them the model and 
ask them to classify the technique. If they 
choose one of your weaker spots, listen to 
them with extra care.

Typical test design technique: 
equivalence partitioning
This fundamental test design technique 
must be second nature to every tester 
and should inform all testing thinking. 
The other techniques described in BS 
7925-2 are equally important. Don’t be 
put off by their unfortunate titular desig-
nation ‘component testing techniques’. 
They are applicable and available to all 
levels of testing and all techniques used 
within them.

Typical error creation technique: 
obviously invalid inputs
Effective testers know how to get the 
system under test into an error state 
in which it will fail if it is not properly 
designed or built. This is often achieved 
by changing the order in which functions 
are invoked in order to reduce network 
bandwidth, or make it fail completely, at 
specific times. When creating errors, do 
not select inputs you know the system 
is expecting: instead choose inputs you 

know it is not expecting. For more sophis-
ticated techniques in this class I can do 
no better than refer the reader to James 
Whittaker’s book How to Break Software 
(ISBN 9780201796193).

Typical error recognition technique: 
pattern matching
Testers use patterns and heuristics to rec-
ognize when errors occur. More advanced 
error recognition techniques look for slow 
screen refreshes as indication that the 
system is struggling. Others analyze logs 
looking for exceptions that do not show on 
the user’s screen but indicate something is 
going wrong under the hood. If you have 
an original and/or intuitive way of detecting 
defects that you find hard to systematize, it 
is probably an error recognition technique.

Typical focussing/scoping/prioritization 
technique: story decomposition
This is defined in A Guide to the Business 
Analysis Body of Knowledge (edited by 
Kevin Brennan, ISBN 9780981129211, 
see http://iiba.org). Oversee the whole 
picture before going into detail. Don’t 
start thinking about solutions until you 
understand business and customer need. 
Start with those then granulate to minimal 
marketable features (MMFs, analogous 
to BS7925-1’s definition of ‘component’ 
as ‘a minimal software item for which a 
separate specification is available’). This 
business analysis technique is very valu-
able to efficient testing because, from its 
own point of view, it identifies and prior-
itizes what should be tested. It ignores risk 
and focusses on value. Other important 
techniques defined by BABOK include 
story mapping, which is based on under-
standing the relationships between user 
stories and functions. This is intended to 
help with development release planning 
and therefore can inform function and 
feature test prioritization.

Typical test improvement technique: 
value stream mapping
This is a lean manufacturing technique 
used to identify moments when the 
process is idle, ie waste. For software 
testers this state is familiar: “we are ready 
to test but are not sure whether we should 

Figure 1: technique classification model
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test what we have been given or wait for 
something else”. If you are interested in 
test process improvement this should be 

your starting point because time waits for 
no man. Other techniques in this class 
include ‘personas’ and ‘business capacity 

modelling’ (see figure 2). The latter identi-
fies “low-hanging fruit”: situations that can 
be changed by easy actions that improve 
test efficiency most efficiently.

Typical grip technique: subway map
Sequential planning techniques such as 
critical path analysis won’t work in agile 
but a subway map helps to improve 
visibility. You want those who should to 
understand what your testing means. 
Normally you have data in tables and lists 
that you understand but they do not. It’s 
not realistic to expect them to understand 
quality across the whole project: you, not 
they, are being paid to do that. So show 
them what matters right now: progress 
so far, the work that remains, bottlenecks 
and dependencies.

Figure 3 shows an example subway map. 
The stations on the map are related to 
MMFs as described above. In the example 
a description has been added to each of 
the stations so that stakeholders under-
stand what completing an activity means 
in terms of benefit for the stakeholder.

Another popular technique in this class is 
the lean scheduling system Kanban; it too 
aims to improve grip by enabling discus-
sion on prioritization.

Typical facilitation/activity technique: 
brainstorming
Working in agile projects requires a lot of 
co-operation and teamwork. There is an 
increase in team meetings and work-
shops. In order to make these sessions 
an effective use of time (ie efficient) we 
need to find the right form for the meet-
ing. Consider using various facilitation 
methods and activity techniques like 
brainstorming, role playing/model office, 
mind mapping, gaming etc to get away 
from those long tedious meetings in which 
a lot is said but nothing is concluded  

Derk-Jan de Grood wants to help 
make testing better appreciated and 
rewarded. He works for Valori (http://
valori.nl), has written several published 
books on testing and is a frequent 
conference speaker

Figure 2: business capacity model

Figure 3: subway map
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In testing at least, efficiency and 
effectiveness are the same thing. 
Efficient testing is doing things that have 
good potential to detect defects fast and 
cheaply. So is effective testing, because 
it will detect defects if they exist, provide 
confidence that they do not where they 
donʼt, and in both these ways guide and 
assist further development and test-
ing. The effect is to increase assurance 
against failure, fast and cheaply.

Inefficient, therefore less effective, testing 
is caused by anything that prevents testing 
from proceeding fast or makes it less 

cheap. Test environment unavailability is 
a major culprit so an emerging solution to 
it, virtualization, is a hot topic in testing. 
Its specific application called ʻservice 
virtualizationʼ is hottest. Here is my take 
on why that is, supported by examples of 
SV in real-world testing use.

Service virtualization for 
manual testing
The test item is a payments processing 
system owned by a bank and used for 
(large) global financial transactions. It 
accepts payment requests from external 
systems owned by bank clients, makes 
decisions using a credit control system 
and forwards approved payments to an 
account management system. Its function-
ality is best explained by two typical tests 
(see figure 1).

The client system that invokes the pay-
ment processor and the two banking 
systems upon which it depends can be 
considered as services to it. Note that 
this is true even if the overall architecture 
is not “service-oriented”. At some level, 
the test item code is passing data to and 
receiving data from some system that is 
external to it, via a service interface.

As all testers will realise immediately, 
the difficulty is test implementation. Even 
though they and the test item were ready, 
tests could not be executed because 
some of these external services were not 
available. Even if a service was available, 
it could not be used for testing purposes 
for obvious data integrity reasons.

So what to do? Wait to execute the tests 
until the entire supersystem is available to 
testing, with co-operation from operators 
and DBAs working for clients and partners 
standing by to roll back the effects of 
testing? Not efficient. Worse: if the tests 
detect defects, they will do so late in the 

Virtual reality
by Eamonn Lawler

The power of service 
virtualization explained 
by Eamonn Lawler
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whenever you want
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supersystem’s lifecycle; maybe even in 
production! Definitely not efficient.

A complex chronological orchestration 
of development and testing effort across 
teams and organizations might be pos-
sible. Each of them inherits the risk of all 
the others. The likely effect is, of course, 
disruption on the critical path.

The testers virtualized the required 
services using CA LISA and delivered the 
testing project without dependence on or 
disruption to anyone else.

LISA offers several ways to create virtual 
services. The choice depends on the 
status of the real service. In this case, a 
previous version of the payment proces-
sor and the credit control and account 
management services were already 
operational so could be recorded.

The recording is of network traffic. Virtually 
all transport protocols (eg HTTP, MQ, 
JMS, see figure 2) and message proto-
cols (eg fixed width, CSV, XML, SOAP) 
are supported, as are security protocols 
implemented at either layer. Recording 
continues until there is confidence that 
the VS knows the correct response to 
every request it may receive from the test 

item during testing. That usually becomes 
the case quickly. If not, that will become 
apparent quickly when the VS is used, and 
can be rectified in various simple ways. 
Recording has the additional benefit that 
the VS learns about response times of the 
test item and real service automatically so 
can, if so configured, imitate them.

The VS is deployed to the runtime 
environment and, optionally, instantiated 
automatically. The web interface shown 
in figure 3 displays the VS ready for use, 
with its status and transaction count which 
will be incremented as testing proceeds.

Another approach was used to virtualize 
the client (upstream) service because 
live recording was impractical here, but 
also because the formats of messages 
(payment requests) the client system 
should send to the payment processor 
were included in the specification of the 
payment processor, that is the test item. 
Given that information, the VS need 
produce and respond correctly only to 
the specific messages required and 
generated by the tests. In LISA this can 
be done using a wizard which accepts 
the protocol information followed by 
actual request/response pairs. Where 
the request/response pairs are harder to 

predict from the tests alone, they can be 
gathered by parsing production log files.

A web service can be virtualized from its 
WSDL document (figure 4). This option 
is available even if the service itself has 
not yet been developed. In that case, 
the SV tool cannot learn about functional 
behaviour: but this can be added easily 
by specifying request/response pairs as 
described above.

It is worth noting that, whichever way 
the VS is created, the VS is by default 
dynamic. For example, if we record 
a single ‘get balance’ transaction for 
account number ‘12345’, LISA records 
the response which gives the balance for 
that account. When we deploy this VS, 
we can then send `get balance’ requests 
for account numbers ‘23456’, or ‘999999’ 
etc, and in each case, LISA will provide a 
valid response.   

In some cases we need to extend this 
dynamic behavior, in order to make the 
VS even more intelligent. For example, 
test two should fail when run a second 
time, because the first run has changed 
two important inputs: the local account 
balance and the response from the credit 
controller (because it depletes the credit 

Test # Preconditions Input (client) Expected outcome
1 (account server)

• customer x account balance  
= €170,000

• customer y account balance  
= 0

(credit control server)
• customer x account credit facility  

= 0

• request payment 
€150,000 
 from customer x 
 to customer y

• payment approved
• customer x account balance  

= €20,000
• customer x account credit facility  

= 0
• customer y account balance  

= €150,000

2 (account server)
• customer x account balance  

= €170,000
• customer y account balance  

= 0
(credit control server)
• customer x account credit facility  

= €100,000

• request payment 
€250,000 
from customer x 
to customer y

• payment approved
• customer x account balance  

= 0
• customer x account credit facility  

= €20,000
• customer y account balance  

= €250,000

Figure 1: typical tests
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Test efficiency

Figure 2: transport and message protocols

Figure 3: virtual services ready for use

Figure 4: creating a VS from a WSDL document



Test efficiency

facility). The VSs need to change their 
responses depending on previous transac-
tions (persistence and statefulness).

All these behaviours are achieved by 
extending the VS and this will be the 
subject of a future article.

Service virtualization for 
negative testing
For a simpler example of extending a VS, 
consider a test that requires a request or 
response that is derivable from specifica-
tions but has not been seen in testing 
or production. It could be a rare error 
message that it is known a service may 
produce, a message that may be pro-
duced by a future release of the service, 
or a message fabricated to attempt to 
expose a defect predicted by error guess-
ing during test design.

In any case, getting a real service to 
provide the required behaviour – by 
trying to find out or guess what input will 
cause it – is usually very difficult or even 

impossible. But with a virtual service, itʼs 
a trivial matter of configuring it to know 
what to send and when.

Service virtualization for 
performance testing
Performance testing at system level 
requires a realistic, full scale test environ-
ment exactly the same as the production 
environment. Without it, it is as worthless 
as functional testing at the component 
level would be if the wrong component 
were being tested.

Performance testing that requires 
massive redundant systems is highly 
inefficient so for most testers it will 
never happen. If it requires risky use of 
production systems, itʼs not efficient so 
it wonʼt be effective. If it requires testing 
the wrong test item, itʼs worthless.

So, we need to performance test the 
approximately right test item: that is, to 
achieve an approximately correct environ-
ment for system performance testing. How 

approximate – therefore how accurate – it 
is depends on the effort expended on 
making it accurate. With a non-virtualized 
full scale test environment the effort 
required is great and there is no way to 
measure the accuracy achieved.

The solution is to virtualize all but one of 
the components. Then the performance-
affecting behaviour of each virtualized 
component can be varied at will at no cost. 
You, the tester, can test the end-to-end 
system with every component except the 
one under test behaving as badly as it 
ever will or as well as it ever will, and with 
every permutation of badly- and well-
behaving systems. Then you can go on to 
do the same with all the other components 
you are tasked to test unvirtualized. The 
only cost is that of your independent test-
ing effort: no-one else is involved  

Eamonn Lawler is a principal consultant at 
CA Technologies
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The title of PT’s August 2013 issue, 
“Problem, what problem?” is apt – it 
illustrates both an ignorance and a 
lie at the same time.

The editorial on page three is breathtak-
ing in its sweeping generalizations and 
its complete lack of understanding of 
agile: ‘[Agile testing] should never be 
interpreted as “testing that is agile”. 
That is a simple contradiction in terms, 
like “creative accounting”…testing must 
always be rigid, objective, consistent and 
above all independent’.

What a load of tired old hogwash.

Wrong in every respect. That testing is 
or should be independent is a fallacy 
that has been touted for years and your 
‘study’ from a software testing vendor 
is dubious at best. Like ‘independ-
ent auditing’, independent testing is a 
myth touted by professionals trying to 
cloak their arbitrary methods with some 
shrouds of dignity. 

The implication that agile is without 
rigour is also unfounded, wrong and the 
cheapest of shots. Waterfall relies on 
bureaucratic handcuffs to enforce the 
illusion of control (creative accounting 
indeed!) whereas agile address the fac-
tors of control directly and – when done 
right – produces more consistent and 
controlled results.

Agile in the 90s was based on some 
half-baked lightweight techniques. Agile 
in this decade is based on some heavy-
weight thinking from the mature practices 
of Lean and industrial manufacturing. I’d 
like to see a traditional tester tackle TDD, 

BDD, ATDD, Cucumber/Gherkin and 
then tell me that agile is unstructured 
and undisciplined.

A rigit mindset in testing will not only 
hold back software development but will 
continue to make testing a backwater of 
talent for years to come.

Congratulations for propping up the 
status quo.

– Nick Jenkins: lean/agile/IT consultant, 
Perth, Western Australia. Web: http://nick 
jenkins.net

 Nick’s article on waste in testing and 
ATDD is on page 4 of this issue

I don’t believe that Agile is the only 
way to work. Organizations like mine 
use agile or waterfall depending on the 
application, maturity of process, and 
skills available.

To take another example, when a defined 
piece of work is outsourced for a fixed 
price it often makes sense for the supplier 
to use waterfall. One size does not fit all 
and there is no reason to use only one 
type of lifecycle. You make a selection 
based on what suits your needs.

I understand why some testers do not like 
agile: moving from waterfall to agile after 20 
years was daunting for me. I had concerns 
as to how things would work in practice and 
how my day-to-day work would change, 
having to go to daily stand-ups and other 
meetings and so on. But I soon found work-
ing in an agile way very liberating. 

When I worked in waterfall we would 
have a specification document which 
would be reviewed by the developers 
and testers independently. Whilst the 
developers were coding, the testers wrote 
test conditions using a tool, then wrote 
the scripts (step-by-step) and linked them 
back to the test conditions. This and the 
associated planning took days, some-
times weeks. We did now know when 
development would complete and when 
it did our tests would often be out of date 
because someone had changed the spec 
and the developers were told but we were 
not! When we did start testing, our time-
lines were squeezed and we were under 
pressure to finish too quickly because the 
other phases had all overrun.

Agile is different. Work is broken down 
into small chunks; each team member 
has visibility of the tasks that everyone 
else is doing; and they all understand the 
requirements because they are written in 
a simple way (user stories, discussed in 
depth in my article in the February 2013 
issue of Professional Tester) and are 
discussed by the team.

On top of that, the daily stand-ups mean 
visibility and feedback on progress on 
a regular basis. So if Fred is having 
problems coding, then Bob can step in 
and help. If Sarah cannot start testing 
today, this affects the sprint, so this can 
be flagged up and one of the other team 
members can help resolve the problem.

Not all is completely rosy in an agile 
world, and there will always be areas for 
improvement. One of these for a tester is 
the workload. Often the teams are quite 
small so will have one tester to four, five or 
even six developers. A tester in an imma-
ture agile team will be overwhelmed by the 
workload quickly as there is an expecta-
tion that they are the “testing bod” and all 

To the editor

Independent testing 
is a myth
Professional Tester and the status quo



Parasoft Service Virtualization Eliminates Dependencies for Faster, Earlier, and More Complete Testing

The Challenge: Eliminating External Constraints for Efficient Testing
The KPN ITNS division facilitates Internet, television and network services via fiberglass. KPN-IT NS 
provides wholesale services for a range of ISPs throughout the Netherlands. They serve a rapidly- 
growing customer base.

KPN’s current corporate focus is to strengthen market position by more rapidly responding to 
the constant changes and trends in the telecom and IT sector. For the ITNS division, this means 
accelerating the delivery of software innovations that improve quality while enhancing the available 
services. Their primary responsibility is evolving the AXE application for facilitating DSL/Fiber-optic 
connection and services. This application processes all orders requested by their vast user base. 

Testing end-to-end transactions originating from the AXE application requires access to a number 
of dependencies outside of the ITNS division. When KPN approached Parasoft, the amount of 
testing that could be performed in any given test cycle was limited by the availability of resources in 
divisions and organizations beyond their ”geo-political control.” Due to the coordination required 
between ITNS and other KPN divisions, the delay between planning and executing a single test 
case could be up to a week. Not surprisingly, their testing process was often delayed and there was 
insufficient time to complete the expected breadth and depth of testing.

To accelerate delivery of new functionality that satisfied their strict quality standards, the division 
needed a way to move beyond these test environment access constraints. They needed easy access 
to a complete test environment so they could begin testing as soon as they were ready—and 
continue testing until their test plan was fully completed. 

Service Virtualization Enables the Team to Test Faster, Earlier, and More Completely 
Parasoft Service Virtualization enabled KPN to eliminate these test environment access constraints. 
With constrained dependencies replaced by easy-to-use ”virtual assets” providing realistic 
responses, the team could test faster, earlier, and more completely. Automated regression testing, 
which was not feasible in the past, could now become an integral part of their testing process. 

To accelerate application release cycles, KPN needed to address a critical bottleneck in the 
testing process. Their end-to-end test scenarios interacted with dependencies controlled 
by other divisions and external entities, and gaining access to the required dependencies 
was a slow and frustrating process. Due to these test environment access constraints, 
testing efforts were regularly delayed and cut short. “Using Parasoft Service Virtualization 
to simulate the behavior of these dependencies, KPN can now test earlier, faster, and more 
completely—accelerating time to market while reducing application risks” said Everhard 
Wienke, Manager of Development at KPN-ITNS.

Parasoft Service Virtualization  
Eliminates Dependencies for Faster,  
Earlier, and More Complete Testing



© Parasoft Corporation All rights reserved. Parasoft and all Parasoft products and services listed within are trademarks or registered trademarks of Parasoft Corporation. 
All other products, services, and companies are trademarks, registered trademarks, or servicemarks of their respective holders in the US and/or other countries.

USA PARASOFT HEADQUARTERS
Phone: (888) 305-0041, Email: info@parasoft.com

w w w . p a ra s o f t . c o m

GERMANY: Phone: +49 731 880309-0,  
Email: info-de@parasoft.com, 
NETHERLANDS: Phone: +31 (70) 3922000,  
Email: netherlands@parasoft.com, 
UK: Phone: + 44 (0)208 263 6005, 
Email: sales@parasoft-uk.com

Parasoft Service Virtualization Eliminates Dependencies for Faster, Earlier, and More Complete Testing

The initial focus of KPN’s service virtualization efforts centered on creating virtual assets emulating 
the synchronous responses and asynchronous status updates from their Wholesale Broadband 
Access (WBA) test environment. These virtual assets eliminated the need for the time-consuming 
coordination between ITNS and the WBA environment. As a result, test scenarios that previously 
took weeks to set up can now be started in a matter of minutes. Removing this bottleneck has 
significantly increased the amount of testing that can be completed in each release cycle. 

After this initial success with service virtualization, KPN further increased the efficiency of their 
testing process by creating virtual assets that simulate the behavior of additional third-party 
applications they need to access for testing purposes. Now that team has unconstrained access to 
key dependencies, testing has become a much more efficient (and less frustrating) process.

Extending Service 
Virtualization to the 
Development Team
KPN is currently introducing 
service virtualization across 
the ITNS development teams. 
Soon, the entire development 
team will have flexible, 
continuous access to the 
same set of virtual assets and 
simulated test environments 
that have become so central 
to the testing team’s efforts. 

KPN expects that extending 
their service virtualization 
adoption to the development 
team will lead to earlier 
discovery of software defects 
and increased optimization of 
the software delivery process. 

Real Results: Reduced Risks with Accelerated Time to Market
Overall, Parasoft Service Virtualization has helped KPN accelerate delivery cycles as well as improve 
software quality. They have reduced costs and boosted morale by removing a major source of 
frustration across their group. 

Jenny van den Broek, Test Manager at KPN-ITNS concludes: ”Parasoft Service Virtualization provides 
the perfect solution to our challenge. Not only have we saved precious time, but we are also able 
to test more thoroughly.”

http://professionaltester.com//link/clicks.asp?type=WebHomePage&adid=3&link=pt23-parasoft-spread
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testing tasks go to them. However a more 
mature team will rotate in developers to 
help the tester. I actively encourage this, 
but with the caveat that someone other 
than the developer who wrote the code 
does the testing, and the tester should 
review the executed tests to ensure noth-
ing has been missed. That way a five-hour 
task can be done by someone else, and a 
30-minute review is all that is needed from 
the tester, saving 4.5 hours of test analyst 
time. I never received help like this as a 
tester in waterfall teams!

– Steve Watson: test manager, UK 
Product Development, Reed Business 
Information. LinkedIn: linkedin.com/pub/
steve-watson/3/306/517

 Steve’s article on adding acceptance 
critera to user stories appeared in the 
February 2013 issue

What are your thoughts on the 
involvement of users in the 
development lifecycle to test and 
provide feedback? 

Specifically I am interested in the activity 
of encouraging users to provide feed-
back after requirements (or user stories 
etc) have been approved, before any 
formal user acceptance phase (where 
ideally, they should be signing off as it is 
almost certainly too late to request mate-
rial changes).

We are always encouraged to involve 
users throughout development: agile 
clearly insists on it. If it is done early 
enough then the design and functionality 
can be influenced. So why is there no defi-
nition of this type of activity in the ISTQB 
testing glossary?

And what should the activity be called? It’s 
clearly not “user acceptance testing” for the 
reason given above. “Usability” is too limited 
and seems to cause friction with people who 
promote themselves as usability experts or 
consultants. “User testing”, “suitability test-
ing” don’t seem to fit and cause confusion.

Even if a definition is possible, what are 
the boundaries? How is success meas-
ured? There are many articles on users 
providing feedback on usability, but I can 
find very few on functionality/business 
needs and even fewer on both at the 
same time.

Mark Galvin: systems assurance manager, 
MISD, University of Cambridge

 The editor responds:

The activity you describe – using end-
users (or some surrogate for them) to test 
requirements and designs – is one of the 
most powerful and beneficial in testing. 
You are also right that it is done rarely and 
that this state of affairs is very wrong.

It is in fact UAT. But it is UAT done 
according to the V-model: verification, 
validation and testing, in that order. This 
means it is done twice. First, analytically, 
right at the beginning of the SDLC. Then 
again, empirically, right at the end when, 
as you rightly say, the aim is not to detect 
defects but to achieve emphatic signoff 
easily and quickly.

How to do analytical UAT at the begin-
ning of the lifecycle

Two of the three ways to go about it 
are described in the ISTQB Foundation 
Syllabus, but it fails to explain their 
purpose well. The glossary is even less 
useful for the same reason. Way 1 is very 
important: it makes way 3, overwhelm-
ingly the most important, much cheaper. 
Way 2 will do the same, if anyone ever 
attempts it.

Way 1: reviews

The users/surrogate users are asked 
to take part in what the ISTQB glossary 
calls a “peer review” of a requirements or 
design document.

Way 2: animation

This is the one that is not in ISTQB. 
However it is in the now defunct, 

pre-ISTQB, BCS ISEB Foundation syl-
labus, which says:

‘Requirements testing tools provide 
automated support for the verification and 
validation of requirements models, such 
as consistency checking and animation.’

For user acceptance testers, animation 
means demonstrating the user interface, 
after it has been designed but before it is 
implemented. How that is most easily done 
depends on the development technology, 
but it is always easy. For example, for a 
web application, it is a simple matter of 
mocking up the relevant example screens. 
For SAP, the relevant parts of the platform 
application are built, with the simplest of 
stubs, and shown to users. For mobile, a 
mockup is loaded into a device simulator. 
In all cases, the user/surrogate user is 
walked through the user experience.

I have not yet found a commercial require-
ments animation tool as envisaged by 
the ISEB syllabus. If they do not exist, 
they should. At least one academic thesis 
envisages “specification animation” (http://
espace.library.uq.edu.au/view/UQ:275872) 
but it is concerned with the layer beneath 
acceptance testing, ie system testing.

Way 3: early test design

The fundamental principle of accept-
ance testing is to design tests using the 
test basis: that is, in the V-model ideal, 
the requirements – importantly, the 
requirements alone. User acceptance 
testing is achieved by involving users/
surrogate users in that work, asking 
them whether they consider each test 
(properly specified, including detailed 
expected outcome) correct. That ques-
tion is easy for them to answer because, 
as this magazine’s founder Geoff 
Quentin has said, the most important 
purpose of any test is to describe the 
business process in a way that both 
users and developers can understand.

Because all these activities are analyti-
cal, defining and measuring success is 
very easy. For every defect found that 

To the editor



results in a change to the test item (the 
requirements or design document), 
score one point.

How to do empirical UAT at the end of 
the lifecycle

It’s essential that you have done way 
3. Then the tests are executed by (the 
same or different) users/surrogate 
users, and they pass. Signoff is easy, 
quick and emphatic.

If you haven’t done way 3, it’s better 
(commercially) not to allow users or 
reasonably representative surrogate 
users to test empirically. If you do, they 
will detect defects that will wreck your 
project. Unless you have plenty of time 
and resources, you’d rather not find 
out about defects. 

Early test design – the very essence of 
testing – is the only way to prevent this 
terrible situation.

My new Samsung Galaxy ACE smart-
phone won’t work with my Hyundai car. I 
can receive calls but cannot make them 
unless I dictate the recipient’s phone 
number: when calling, the phone book 
functionality does not work. My old 
Nokia phone did this perfectly. I asked 
about it at my Hyundai main dealer 
and an engineer produced a long list 

of phones with which my car model is 
and is known not to work. According to 
it, certain modern phones cannot even 
receive calls. What happened to accept-
ance testing of basic features?

– Lorna Allen

 We have researched this fascinating 
failure and will report upon it in detail in 
our next Rude Coarse Analysis. Thank you 
Lorna for this perfect example of the kind 
of information we need. Please, readers, 
report likewise: by analysing failures we 
study very effectively how to prevent them.

The editor reads and replies to all letters he receives at editor@professionaltester.com. 
Please include the words “letter to editor” in the subject line

To the editor
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The volume of captured production 
data is growing at an astonishing rate. 
Most connected systems and devices are 
creating activity logs somewhere. Many 
organizations, not necessarily large ones, 
have huge amounts – perhaps petabytes 
– of potentially important data of this kind.

This data is in varying formats such as 
delimited text, XML or JSON. It has not 
been filtered, cleaned, enriched, stored 
or structured, but tools to help do these 
things are emerging.

Can analysis of this ‘big’ data create 
business value? The same question can 
be asked about testing, and the two cases 
share an answer: yes.

This article addresses the much more 
specific question: can this data be used 
by testing to improve stakeholder deci-
sion making?

Test analytics
I will define this as capture, integration and 
analysis of test and production monitor-
ing data to inform business and software 
development decision making.

Testing is informed by the test results that 
execution generates. One could call this 
capture and analysis, ‘test monitoring’.

Compare this with production monitor-
ing data. Production execution may not 
be planned, but it generates very similar 
execution outcomes. Could a merge 
of test and production monitoring data 
together with the unstructured content of 
business goals, requirements, specifica-
tions, designs, and tests themselves be 
analyzed to support decision-making (see 
figure 1)?

The idea is not as great a leap as it 
might at first appear. Since the software 
development lifecycle should not stop at 

Thinking big
by Paul Gerrard

Paul Gerrard 
introduces test 
analytics

Combining business, test 
and production metrics

Figure 1: merging test and production monitoring data

Analysis Insight Decision Development
testing & analytics

Production
analytics

Testing and decisions
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deployment but continue into production 
and until decommissioning, the production 
monitoring data is part of the product’s 
history and so should be available to 
all future work, including pre-production 
development and testing phases when 
they iterate.

Bear in mind also that in many cases other 
test basis items are less structured than 
the logs: for example, requirements or 
user stories written in natural language. 
These can be parsed, for example, by 
searching for important, defined terms. 
We can trace their usage throughout our 
knowledge base, supporting the evolu-
tion of ubiquitous language (UL): the use 
of consistent defined terminology across 
teams and deliverables.

It is easiest to imagine test analytics being 
used in a continuous delivery environ-
ment. However I believe it is appropriate, 
in principle and to some degree, to other 
environments, both agile and structured. 

Performance testers already know 
how to do (some of) this
Log files are an important source of infor-
mation on load and response time used 
to model and predict performance. That 
is complemented by monitoring system 
resources (processor, memory, storage, 
bandwidth etc). Analyzing and graph-
ing the monitoring data allows testers to 
predict failure when a resource will be 
exhausted and cause failure.

Performance testers and operations 
analysts are used to managing and merg-
ing data from a variety of sources: logs 
created by load generation tools, GUI test 
execution tools, various servers, DBMSs, 
connected systems and their interfaces, 
infrastructure and the product being tested 
itself, as well as its application server.

This data arrives in a variety of for-
mats and is usually unstructured. The 
common theme is it is all ‘time-series’ 
data. Using its timestamps carefully, 
measurements of load and resource 
can be plotted and meaningful, valid 
analysis achieved.

Performance analysis is a ‘big data’ disci-
pline and an example of test analytics.

Do ALM tools do test analytics?
Major ALM products offer a huge range 
of modules ranging from business cases, 
benefits management, process man-
agement, goal and risk management, 
requirements capture, automated testing, 
production monitoring and sophisticated 
dashboards. In principle, this functionality 
combined should provide much of what is 
required to deliver test analytics. But the 
problem is the heritage of the tools.

Most modules have been created to align 
with sequential or otherwise structured 
lifecycles. They assign tests to ‘cover’ 
requirements. However requirements 
come in all shapes and sizes; a single 
requirement might span many features 
and therefore tests. But the cross-
referencing of requirements to tests is 
performed manually and the requirements 
held might not be complete – rather, the 
requirement module tends to concern 
itself with only the references of require-
ments, not the content. These tools have 
not been built to support the ubiquitous 
language paradigm.

In time they will undoubtedly be brought 
up to date with agile and continuous 
delivery but, because of their heritage, and 
the type of organizations (usually process-
driven, structured, not agile) to which they 
have been sold, it looks like this won’t be 
very soon. ALM tools are a little like the 
modern ERP tools that large organiza-
tions favour. They are designed to impose 
consistent processes and to manage 
and provide top-down control of these 
processes: not for the bottom-up nature of 
test analytics.

A data model for test analytics
What test analytics is used to achieve will 
vary widely with organization, but figure 
2 suggests an example: five typical data 
collections. The creation of the data items 
within these is approximately sequen-
tial, but during production there may be 
parallel changes across all of them. For 
convenience I’ll refer to the collections as 

silos, although some items may be shared 
across silos: for example product risk 
could be identified in stakeholder, require-
ments and assurance; terminology (the 
glossary described earlier) will usually be 
shared by all silos.

To create your own data model for use 
in a test analytics strategy, I suggest 
starting with the data available, examining 
especially its distribution, structure (or lack 
of it) and quality (which will probably be 
variable). That analysis should show quite 
clearly what could be achieved. Starting 
with one or more analysis goals you can 
derive a target list of data you need. It 
might be hard to obtain initially, but if your 
analyses have value, it should become 
easier to justify the effort required to 
obtain more of the data you require.

What can test analytics achieve?
Let’s explore for illustration some envis-
aged useful outputs and how they might 
be achieved. I’ll assume the organization 
has captured reasonable data of the 
types shown in the model and has some 
capability to link it to any other through a 
trusted set of relationships.

Terminology usage: find terms that are 
referenced frequently and, especially, 
widely. A simple example might be a data 
item such as “order ID”. Use it and the 
concept it represents to relate the fea-
tures, tests and production status reports 
that reference it in new ways. For exam-
ple, is its test coverage appropriate to its 
pervasiveness? Is its frequency of use 
and importance in production proportional 
to its pervasiveness? What would be the 
impact of changing it (eg, in this example, 
changing the field type or size)?

Risk influence and coverage: select a 
risk and list the requirements, processes 
features and tests to which it relates. Now 
find production failures relating to any of 
these. How many failures have occurred? 
How does this compare with other risks 
analyzed in the same way? What is the 
trend, that is are production failures 
related to this risk increasing or decreas-
ing in frequency? Taking the features 

Testing and decisions
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alone, what is their code change history 
and test coverage pattern, especially com-
pared to those of features that fail less?

User journey analysis: select a busi-
ness process and establish how many 
different user journeys (navigation paths 
and input choices) are being used to 
complete it. Of these, which cause the 
greatest amount of processing and use 
of resources? Which generate most 
revenue? Which are the most successful 
and which tend to be abandoned (and 
at what stage)? Is the most efficient, 
profitable and successful also the most 
popular? If not, why not? Can the best 
journeys be made more popular or the 
most popular be made better?

Goal and risk coverage: select a goal 
and discover what features support it. 
How many and what proportion of our 
tests cover those features? If the goal 
and therefore some of the features 
change, how many modules are affected? 
How many tests change? What are the 
features that reference the same system 
concepts whose tests might have to be 
rerun after any change?

Dealing with nonexistent, unavailable 
or unreliable data
This is the most likely obstacle to using 
test analytics. For example:

• data in the stakeholder silo is not 
shared, perhaps because it is 
considered confidential or simply 
because sharing it has not been 
identified as necessary

• requirements are distributed across 
large initial documents (now out of 
date) and subsequent change requests. 
There is no easy way to get a defini-
tive reference to a group of them as 
required for test analytics

• a lot of manual testing (including unit 
testing), operations and/or integration 
is in use, none of which produces logs

• operations data is captured and used 
only superficially or instantaneously, for 

example to provide a real-time dash-
board. It is not accumulated for analysis

• software products are not instrumented 
– that is, they do not have the func-
tionality to log their own activity, or this 
functionality in third-party components 
has not been turned on.

To use the full power of test analytics 
viable, reasonable data is needed within 
each of the important silos defined in 
your data model. If this is not the case, 
consider how that might be rectified. Even 
if it cannot, however, you can probably still 
get started on some test analytics, and the 
results may well make it easier to achieve 
the process change required to improve 
that. Here are the initial steps.

1 Create the initial glossary. All you 
need is a list of business terms and 
definitions: in fact you don’t really 
need the definitions. Consider adding 
organization- or domain-specific terms, 
departments, stakeholders, roles, data 
entities etc. Build it in a database table

2 Write a routine or macro to search your 
requirements documentation for each 
term in the glossary and record the 
references in another table. Repeat 
for your stories and tests. You can 
now link them all (or if you can’t, you 
have detected an anomaly, and need 
to consider urgently how requirements 
are communicated)

3 Cross reference (or define standard 
terms for) your features in requirements, 
stories and tests

4 Ask your developers to generate a log 
of every usage of every (or every key) 
feature. Use the cross reference or the 
standard terms.

With just these steps you should be able 
to relate business concepts to require-
ments, features and system usage in 
production. At step 4, you might encounter 
reluctance, especially if there is concern 
about impairing the performance of the 
product by instrumenting it, but most 

developers will realise this effect should 
be slight and understand the necessity 
and value readily.

Here are some example reports that can 
be produced from this simple database:

1 A list of sentences containing an impor-
tant glossary term, complete with source 
references. It’s usually interesting to 
see how the same phrase is used in 
different contexts. Is its use consistent? 
If you have an agreed definition, are 
anomalies obvious? Can you identify 
requirements and features that do not 
mention the key concept – but should?

2 A list of all tests that reference a key 
concept. Can you produce a coverage 
measure? Can you produce a summary 
of test status for a key concept? Can 
you track it over time?

3 A list of all requirements, features and 
tests that mention specific stakeholders, 
roles or data entities. Look for instances 
where combinations occur.

The next challenge is to make your analy-
sis procedures repeatable, for reliable and 
comparable future use with more logs and 
changed versions of documents etc.

Tools for test analytics
Even for the basic procedure described so 
far, you will need a scriptable text editing/
searching environment, a way to create 
and populate tables and a tool to query 
them. You can probably manage with 
flat files, at least to start with, but using a 
relational database will soon pay off. It’s 
unlikely, but if your data volumes are large 
or largely unstructured, consider NoSQL 
or similar technologies.

Validity, Veracity, Volatility
Big data afficionados describe their new dis-
cipline in five dimensions: volume, velocity, 
validity, veracity and volatility. The first two 
describe the quantity of data and the rate 
at which it arrives and/or grows. These are 
mostly technical concerns. The remaining 
three are more interesting to test analytics 
within which they mean the following.
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Validity – can the data we collect 
be trusted? Is it clean? Is it valid in 
the context?

Veracity – can we trust these analyses? 
How can we know whether these analyses 
are meaningful and correct?

Volatility – for how long is the data valid 
or the analysis meaningful? What is its 
shelf life?

If you take the informal approach 
described above, the extracted data is 
unlikely to be very reliable. But even the 
simple queries that you can apply to poor 
quality data trigger interesting questions. 
These queries, being inaccurate today, 
will generate demand for better and/or 
automated processes and more reli-
able data. Anomalies that you spot – for 
example, where different terminology has 
been used to describe the same thing, 
or the same terminology used improp-
erly – might indicate where and more 

importantly why things are going wrong 
later on in your projects.

Treat your data as unreliable and your 
exploration of it like exploratory test-
ing. It’s the questions you ask and the 

anomalies that the data expose that 
matter. Forget scientific analyses until 
your data is 100% automatically gener-
ated 100% reliably. It probably never will 
be, so don’t worry too much.

The promise of the future
Practitioners are increasingly look-
ing for automated ways to do things. 
Behaviour–driven development connects 
requirements, test code and code itself 
by generating and executing feature-level 
tests. These automated processes gener-
ate interesting event data that potentially 
can be used to trace progress, coverage 
and trends. Goal, risk, process and ben-
efits management are all relatively simple 
practices whose data could be connected 
to test monitoring data through require-
ments and business stories.

As automated acceptance- and behav-
iour-driven approaches to requirements 
capture and validation and automated 
test generation become more popular, 
practitioners will see opportunities for 
capturing and analyzing the data they 
can generate. Continuous integration and 
delivery environments and production 
monitoring are getting more and more 
popular. Test analytics could lead people 
to take a more integrated view of this data 
and the value it could provide. Keep an 
eye out for more opportunities to adopt it 
and tools to support it 

Paul Gerrard (http://gerrardconsulting.com) is very well known in testing as a consult-
ant, teacher, published author and frequent conference speaker and received the 
European Testing Excellence Award in 2010. He is principal of Gerrard Consulting 
Ltd and hosts the UK Test Management Forum (http://uktmf.com) and UK Business 
Analysis Forum (http://ukbaforum.com). At EuroSTAR 2013 he will deliver his 
presentation Will the test leaders stand up? and his tutorial How to create a test 
strategy. His latest book (with Susan Windsor) The Business Story Pocketbook (ISBN 
9780956196217) is available now from http://testers-press.com or booksellers
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Tool selection is one of the worst 
things testers have to do. It’s difficult, 
expensive and risky. Woe betide the 
tester who is later suspected of getting 
it wrong.

To do it better we need to make it more 
formal. Some aspects of that are very 
challenging: every team and organiza-
tion is different, so any generic analysis 
method is very complex, like test process 
improvement models. Complexity is mul-
tiplied by the differences between genres 
of tools.

However there are other aspects not 
affected by the organization: simple 
properties of the candidate tools which 
are important to everyone yet easy to 
measure and compare. This new PT 
feature is about identifying these proper-
ties and defining how to measure them. 
It aims to provide a formal, objective, 
relevant yet easy method to compare 
similar tools.

To prototype the method, I start here 
with the relatively simple genre often 
called ‘data masking tool’: a tool to 
make confidential data safe to share 
for testing purposes. This function is 
also known as obfuscation, desensitiza-
tion, de-identification and so on. It may 
be needed for compliance with data 
protection obligations or for voluntary 
organizational responsibility.

Essential properties of a data masking 
tool and how to measure them
Obviously we need a standard dataset. 
We offer our first attempt, in CSV 
format, at http://professionaltester.com/
news/Article.asp?id=306.

Effort to install
The required function is offered by many 
tools, many of them offering many more 
functions. The trouble is some of those 
other functions, which you may or may 
not want to use, require complex, time-
consuming installation. If you will be 
installing the tool more than a few times 
this is significant.

If the tool is workstation-based, time your-
self installing it on a single workstation. 
To test that the installation is complete, 
create the simple masking rule FIRST_
NAME=RANDOM FROM (Alice, Bob).

Effort to configure
Creating a mask is not simple and an 
inconvenient user interface can make it a 
mammoth undertaking.

Time yourself creating the masking rules 
FIRST_NAME=RANDOM FROM (Alice, 
Bob) and COUNTRY=RANDOM FROM 
(nl, uk)

Compatibility
Some tools in the genre are for 
specific or limited groups of DBMSs or 
data formats. That means when you 
need to use an unsupported one, you 
either have to remake your masks in 
another tool with a completely differ-
ent method of doing so, or convert all 
the data. Both are painful. The more 
catholic the tool you select, the less 
likely they will happen.

Count the formats supported without 
conversion. Do not count versions of the 
same format such as .xls and .xlsx or 
very similar formats such as CSV and 
tab-delimited.

Performance
Masking large amounts of data can take 
a very long time. Maybe longer than you 
have before you need to start using the 
masked data. You want a fast tool for the 
same reason you want a fast workstation.

Time masking with rules FIRST_
NAME=RANDOM FROM (Alice, Bob) and 
COUNTRY=RANDOM FROM (nl, uk) to 
the PERSON and ADDRESS tables (one 
hundred million rows).

Cross referencing
Your mask may break your tests because 
it changes the data in a way that causes 
the test item to fail. If that is because of 
the data itself, you’ve detected a defect!

If it is because you’ve deprived the 
test item of information it needs to 
function as designed, it is your mask 
that is defective. You need to change 
it and remask the data, then try (and 
maybe fail) again. Remember you 
probably don’t know in detail all the 
complex joined queries the test item 
can make.

Therefore it must be possible to 
configure the tool to protect referential 
integrity – which includes business 
integrity and cross system integrity 
– of all fields automatically. (This 
does not include accommodating 
badly-designed data architectures that 
requires code to parse text fields.)

Execute a query that outputs surname and 
postcode for every record in PERSON.

Create and apply the masking rule 
CUSTOMER_ID=RANDOM to both tables.

Execute the query again. Check that 
the result is identical to that of the 
previous execution.

Behind the mask
By Anthea Whelan

How to bench test a data masking tool

Simple Tool Comparison



Seed lists
These allow data used by the mask to 
be abstracted: that is, instead of ‘FIRST_
NAME=RANDOM FROM LIST OF FIRST 
NAMES RANDOM FROM (Alice, Bob, 
Charles, Delores, Edward, [etc])’ one can 
write ‘FIRST_NAME=RANDOM FROM 
SEED LIST @RANDLOV(@seedlist, 
FirstName)’.

Existing seed lists can be used by new 
masks, making mask creation easier and 
faster and mask definitions easier to read.

Create a simple seed list called @seedlist 
with one field, ‘FirstName’ and four 
records: ‘Matthew’, ‘Mark’, ‘Luke’, ‘John’. 

Create and execute the masking rule 
FIRST_NAME=RANDOM FROM SEED 
LIST @RANDLOV(@seedlist, FirstName).

Verify that the field FIRST_NAME in table 
CUSTOMERS is never anything other 
than ‘Matthew’, ‘Mark’, ‘Luke’ or ‘John’.

Where clause
This is used to build simple decision 
making into masks. To take a simple 
example, a field may be used to identify 
a postal address as residential or 
business. The tool needs to be able 
to apply different masking rules to 
the address fields depending on that 
identification, programmatically.

Create, execute and verify the mask-
ing rule ‘POSTCODE=hidden WHERE 
TYPE=residential’.

Consistency
This is not important for normalized 
databases. But sooner or later your 
tests will require the use of multiple 
databases whose conglomera-
tion is not normalized. Then you 
will need a way not to create 
responses like ‘Sir Sarah Smith, 
10 Champs-Élysées, Amsterdam, 
United Kingdom’.

Create, execute and verify the 
masking rule ‘CITY=RANDOM 
FROM (Amsterdam, Rotterdam) 
WHERE COUNTRY=nl’. Note that if 
COUNTRY is not ‘nl’, CITY must not 
be changed 

Anthea Whelan is a technical analyst for Grid-Tools (http://grid-tools.com)
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The technologies testers need to under-
stand in detail change over time, but 
slowly. COBOL was once essential to 
many but is now quite niche. SQL is 
important, perhaps becoming less so. In 
my opinion the leader, here to stay for a 
long time, is now XML. And to test prod-
ucts that use XML, or to test using XML, 
you need XPath and XQuery. I present 
some useful methods using all of these.

I will start with my attempt at a crash 
course in what testers need to under-
stand about them. There are plenty of 
other resources available of course, 
ranging from excellent tutorials such as 
http://zvon.org/comp/r/tut-XPath_1.html 

to the full, formal, liberal specifications at 
http://w3.org.

Nutshell XML
XML describes data in a way that is easy 
for both humans and machines to read. 
Individual data elements are enclosed 
between tags, which start and end with 
angle brackets (see figure 1). Elements 
may be nested to any depth but may not 
overlap one another. The entire hierarchy 
must be enclosed within exactly one root 
element: here, <produce>.

Any tag can carry any number of attrib-
utes. For example <colour shade=”dark” 
opacity=”0.5”>red</colour> is read as “the 
data element colour that has the value red 
with the attribute shade that has the value 
dark and the attribute opacity that has 
value 0.5”.

If you are about to get worked up over 
the u in colour, please note that this is 
not an HTML tag, but a custom XML tag, 
itself defined elsewhere in this or another 
XML document.

The HTML specification is an XML 
schema: a set of rules governing the 
format of an HTML document. The docu-
ment’s root element must be <html>. This 
must have two child elements, <head> 
and <body>. Each of these can exist only 
once, but all other elements within them 
can be repeated any number of times.

Web browsers ignore any HTML ele-
ment they don’t understand and carry 
on. Programs that use XML should 
stop processing and throw an error if 
that happens.

The selector
Parts of an XML document are called 
nodes. Nodes can be elements, attributes, 
values or a group of any number of any 

The X factor
by Mark Lehky

Mark Lehky’s 
new tutorial

Integrating XML tools with test automation
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<produce>
<vegetables>
 <vegetable>broccoli</vegetable>
 <vegetable colour=”green”>bell pepper</vegetable>
 <vegetable colour=”red”>bell pepper</vegetable>
</vegetables>
<fruits>
 <fruit colour=”green”>apple</fruit>
 <fruit colour=”yellow”>apple</fruit>
<fruit colour=”red”>apple</fruit>
<fruit colour=”yellow” family=”citrus”>lemon</fruit>
<fruit family=”citrus”>orange</fruit>
</fruits>
</produce>

Figure 1: example XML

colA colB colC
row1 data1A data1B data1C
row2 data2A data2B data2C
row3 data3A data3B data3C

Figure 2: data presentation table

<TABLE>
 <TR> <TD></TD> <TD>colA</TD> <TD>colB</TD> <TD>colC</TD> </TR>
 <TR> <TD>row1</TD> <TD>data1A</TD> <TD>data1B</TD> <TD>data1C</TD> </TR>
 <TR> <TD>row2</TD> <TD>data2A</TD> <TD>data2B</TD> <TD>data2C</TD> </TR>
 <TR> <TD>row3</TD> <TD>data3A</TD> <TD>data3B</TD> <TD>data3C</TD> </TR>
</TABLE>

Figure 3: HTML of table in figure 2

public int GetRowInGrid(string dataEntry)
{
 if (!_selenium.IsElementPresent(“//table//td[text()=’” + dataEntry + “’]”))
  return 0;
 decimal count = 1;  // count self
 // count rows above self
 count += _selenium.GetXpathCount(“//table//td[text()=’” + dataEntry + “’]/
parent::tr/preceding-sibling::tr”);
 return Convert.ToInt32(count);
}

public int GetColumnInGrid(string dataEntry){
 if (!_selenium.IsElementPresent(“//table//
td[text()=’” + dataEntry + “’]”))
  return 0;
 decimal count = 1;  // count self
 // count columns before self
 count += _selenium.GetXpathCount(“//table//td[text()=’” + dataEntry + “’]/
preceding-sibling::td”);
 return Convert.ToInt32(count);
}

Figure 4: getting the numerical row and value of a table cell from its row and column labels

Test automation
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or all of these. So the entire document, its 
smallest component and any combination 
of its components selected by any criteria, 
are all nodes.

XPath is used to select, that is refer to, 
nodes. Note that the selection is typi-
cally non-contiguous: for example you 
may want to select all values of a given 
attribute wherever it appears throughout 
the document. The selection, if highlighted 
when viewing the XML as a text file, would 
be dotted throughout it.

XPath can be written in ‘expanded syntax’ 
but ‘abbreviated syntax’, which uses the 
many shortcuts for common operations, is 
more popular, so I’ll start with it. It resem-
bles the addressing paths used by file 
systems. For example:

• /produce/vegetables selects the 
entire vegetables node, including the 
three vegetable elements

• /produce/vegetables/vegeta-
ble selects just the three vegetable 
elements

• so does /produce/*/vegetable. It 
also selects all vegetable elements that 
are within produce elements, including 
those not in vegetables elements.

• //vegetable selects all vegetable 
elements everywhere in the document.

Square brackets are used to qualify the 
selection, including by number. Don’t 
confuse them with array notation. There is 
no //fruit[0].

• //fruit[1] selects only the first fruit 
element (the green apple).

Attributes are specified with the @ symbol.

• //fruit[1]/@colour selects the 
colour attribute of the first fruit (green)

• //vegetable[@colour=”red”] 
selects any vegetable element that has 
the attribute colour that has the value 
red (the second bell pepper)

• //*[@colour=”red”] selects every 
attribute colour with the value red (the 
second bell pepper and the third apple)

• //*[@colour] selects all nodes that 
contain the attribute colour, regardless 
of its value (broccoli and orange are not 
selected).

XPath also has functions. For example:

• //fruit[last()] selects the last fruit 
node (orange)

• //*[count(*)=3] selects all nodes 
that contain exactly three children 
(vegetables)

• //*[string-length(text()=5)] 
selects all nodes whose value is 5 
characters long (the three apples)

• //*[contains(@colour, “ee”)] 
selects all nodes with attribute colour 
whose value contains the letters “ee” 
(the first bell pepper and the first apple, 
because they are green).

XPath also has operators. For example:

• //*[@colour and last()] selects 
the last node that has the attribute 
colour with any value (lemon)

• //fruit | //vegetable selects 
all nodes, everywhere, called fruit or 
vegetable

The expanded syntax is a lot more 
verbose. Here are a couple of translations 
from the abbreviated syntax:

• //produce/vegetables trans-
lates to /child::produce/
child::vegetables

• //fruit[1] translates to /
descendant-or-self::node()/
fruit[position()=1].

The part before the :: is called the axis. 
Certain axes do not have a shortcut and 
can be used only in extended syntax. 
For example:

• //fruit/parent::* selects the 
parent node of fruit: the fruits node

• //fruit[text()=”lemon”]/
following-sibling::* selects all 
the fruit nodes (sic) following the lemon 
node (just the orange node in this case)

• //fruit[text()=”lemon”]/pre-
ceding-sibling::* selects all the 
previous fruit nodes

• // fruit[text()=”lemon”]/
preceding-sibling::*[1] selects 
the first previous node, the red apple.

Figure 2 is a table used by an applica-
tion to present data and generated by 
the HTML in figure 3. The example 
shows three rows and three columns, 
but both vary depending on the data to 
be presented. Suppose our test needs to 
validate some data items. How to address 
the correct ones? We don’t know the cor-
rect or column row number so must use 
the column and row labels. In Selenium 
this can only be done using XPath.

The two functions in figure 4 (in C# using 
the Selenium RC API) return the numerical 
position of the row and column respec-
tively. In both cases the important XPath 
is on line seven. The first function finds 
the td element with the label, then goes up 
to its parent tr and counts the tr siblings 
before it. The second counts its td siblings.

Now the code in figure 5 can be used to 
retrieve any data item from the table.

The great scheme of things
I mentioned above that although XML is 
very liberal (it allows the declaration of 
custom elements, themselves described 
in XML), it also includes the facility to 
impose a set of rules upon itself. A set of 
such rules is called a schema. Important 
schema include the HTML specifications, 
for example http://w3.org/TR/xhtml1/DTD/
xhtml1-strict.dtd. This defines all the HTML 
elements, and rules of structure such as 
‘the root element must be <html> and this 
must have two child elements, <head> 
and <body>, each of which exists only 
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public string GetValueInGrid(int columnCoordinate, int rowCoordinate)
{
 return _selenium.GetValue(“//table//tr[“ + rowCoordinate + “]/td[“ + 
columnCoordinate + “]”);
}

public string GetValueInGrid(string columnName, string rowName)
{
 return GetValueInGrid(GetColumnInGrid(columnName), GetRowInGrid(rowName));
}

Figure 5: getting the data from the table cell

Figure 6: WSDL content

<soapenv:Envelope xmlns:soapenv=”http://schemas.xmlsoap.org/soap/envelope/” 
xmlns:ns1=”http://service.das.company.com/customer” xmlns:ns2=”http://service.das.
company.com/product”>
 <ns1:id>1234</ns1:id>
 <ns1:name>Test Customer</ns1:name>
 <ns2:id>456</ns2:id>
 <ns2:name>Widget</ns2:name>
</soapenv:Envelope>

Figure 7: SOAP call using namespace prefixes
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for $v in //vegetable
where $v/@colour = “red”
return $v

Figure 8: XQuery example

for $f in //*[@colour]
let $p := $f/parent::node()
order by $f/@colour
return
 <produce>
 {
  $p,
  $f
 }
</produce>

Figure 9: extracting and sorting all produce elements

<produce>
<vegetables>
 <vegetable colour=”green”>bell pepper</vegetable>
</vegetables>
<fruits>
 <fruit colour=”green”>apple</fruit>
</fruits>
<vegetables>
 <vegetable colour=”red”>bell pepper</vegetable>
</vegetables>
<fruits>
<fruit colour=”red”>apple</fruit>
</fruits>
<fruits>
<fruit colour=”yellow”>apple</fruit>
</fruits>
<fruits>
<fruit colour=”yellow” family=”citrus”>lemon</fruit>
</fruits>
</produce>

Figure 10: output of code in figure 9

once within the document’. The schema 
can also define rules of content and, to 
some extent, semantics.

Most schema are written in the language 
DTD (document type definition) which 
is both easy to read, and worth reading. 
Suppose you are asked to test a SOAP 
API. Look at its WSDL content (figure 
6): this is its schema. As well as defini-
tions of the elements, you will see rules 
governing, for example, whether each 
element is required, must be unique, must 
have certain attributes whose values are 

required to be of certain type and so on. 
Design tests that break these rules.

What’s in a name
Imagine a commerce system that uses 
two databases, one for customers and 
one for products. An API call to retrieve an 
order returns a product ID, customer ID, 
product name and customer name. But 
the element names used are the same in 
both cases; id and name. We need a way 
to differentiate, in code, between these 
similarly-named items, so as to know 
which belongs to which database.

The SOAP call in figure 7 shows this done 
using the namespace prefixes ns1 and 
ns2 which are defined on the first line.

Flowery language
The programming language XQuery is a 
superset of XPath. It is used to query XML 
in the same way SQL is used to query 
a database. The query is coded using a 
FLWOR (for-let-where-order-return, usu-
ally pronounced “flower”) which follows the 
general idea of a SQL SELECT statement. 
Figure 8 shows a simple example which 
is equivalent to the XPath //vegetable[@
colour=”red”].

The code in figure 9 returns all the pro-
duce elements, sorted in alphabetical 
order of colour. Note that the “for” state-
ment in line one is not a loop: rather 
it returns a list of nodes, whereas the 
‘let’ statement in the next line returns 
only one. Note also that the XPath in 
the first line selects only elements that 
have a colour attribute, so broccoli and 
orange are not included in the output 
(figure 10).

The powerful API testing framework 
SoapUI provides an XQuery asser-
tion option, enabling it to perform 
verification that would not be possible 
using XPath. In figure 11, it is used to 
verify spelling of the node names in 
the response.

How to be manipulative
Details of all the APIs mentioned in the 
following discussion are at http://soapui.
org/apidocs and http://doc.java.sun.com/
DocWeb/api/org.w3c.dom.

SoapUI can modify SOAP requests 
dynamically. Suppose I have a series 
of calls in SoapUI including one which 
returns available hotel rooms and one 
which books a particular room. The 
response of the first call contains a vari-
able number of night elements like this:

<night ratePlanID=”A” 
stayDate=”B” availCodeID=”C” 
regularPrice=”D” totalPrice=”E” 
/>
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Figure 11: SoapUI XQuery assertion

def grUtils = new com.eviware.soapui.support.GroovyUtils(context)
def responseHolder = grUtils.getXmlHolder(“testStep1#Response”)
responseHolder.getDomNodes(“//*:hotel/*:roomType/*:guestCount[1]/*:night”).each {
 // read attributes
 def ratePlanId = it.attributes.getNamedItem(“ratePlanID”).getNodeValue()
 def stayDate = it.attributes.getNamedItem(“stayDate”).getNodeValue()
 def totalPrice = it.attributes.getNamedItem(“totalPrice”).getNodeValue()
}

Figure 12: accessing XML of steps in a test case

def requestHolder = grUtils.getXmlHolder(“testStep2#Request”)
def requestNode = requestHolder.getDomNode(“//*:bookHotelResInput/*:room”)
def requestDoc = requestNode.getOwnerDocument()
// create a new element in the Document
def oneElement = requestDoc.createElement(“night”)
// define all the attributes
oneElement.setAttribute(“ratePlanID”, ratePlanId)
oneElement.setAttribute(“resDate”, stayDate)
oneElement.setAttribute(“quotedPrice”, totalPrice)
// insert the element in the right place
requestNode.insertBefore(oneElement, requestNode.getFirstChild())
// write out the modified document
requestHolder.updateProperty(true)

Figure 13: creating new nodes
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requestHolder.getDomNodes(“//*:bookHotelResInput/*:room/*:night”).each {
        requestNode.removeChild(it)
}

Figure 14: deleting nodes

responseHolder.getDomNode(“//*:hotel/*:roomType/*:guestCount[1]”).getChildNodes().
each {
 if(!it.nodeName.equals(“night”))
  return
 // read attributes...
}

Figure 15: iterating over all the night elements

responseHolder.getDomNodes(“//vegetables/vegetable”).each {
 it.getChildNodes().each{
  if(it.nodeType == TEXT_NODE)
   def myText = it.nodeValue
 }
}

Figure 16: extracting values from a node

<!--Example 1-->
<AA>
 <BB>sample text node</BB>
 <CC>
  <DD></DD>
 </CC>
</AA>
<!--Example 2-->
<AA   >
 <BB>sample text node</BB>
 <CC>
  <DD/>
 </CC>
</AA>
<!--Example 3-->
<AA>
 <CC>
  <DD/>
 </CC>
 <BB>sample text node</BB>
</AA>

Figure 17: XML- but not character- equivalence

<move childno=”3” new_charpos=”1” node=”/node()[1]/node()[2]” old_charpos=”3” 
parent=”/node()[1]”/>
<move childno=”3” length=”2” new_charpos=”1” node=”/node()[1]/node()[1]” old_
charpos=”3” parent=”/node()[1]”/>

Figure 18: diffxml output
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The booking call needs to use some of the 
values returned:

<night ratePlanID=”A” 
resDate=”B” quotedPrice=”E” />

The code in figure 12 uses GroovyUtils 
and XmlHolder to give access to all the 
steps in a test case. Remember a node 
can be anything in the document. The 
attributes attribute (sic) can also be 
addressed as an array, but this is not 
generally safe as the XML attributes might 
be returned in any order.

Figure 13 shows how to create new nodes 
in the document and figure 14 how to 
delete nodes in order to clean up between 
test runs.

Traversing
Once you have hold of a node you can 
navigate from it: up and down in the hierar-
chy using getParentNode(), getFirstChild() 
and getLastChild() and sideways using 
getNextSibling() and getPreviousSibling().

Every node has the attributes node-
Name, nodeValue, and nodeType. If 
you traverse the hierarchy using a loop 
(likely) use these to know when you 
have reached your destination. Figure 
15 shows a loop iterating over all the 
night elements. 

The value of an element is a child node. 
The code in figure 16 extracts just the 
values from a node.

Spot the difference
Just as with other entities, in testing 
it is necessary to compare two XML 
documents and find their differences. It’s 
important to keep in mind that white space 
(any number of consecutive spaces, tabs 
or newlines) is mostly ignored. The three 
examples in figure 17 are XML-equivalent 
but not character-equivalent.

I say ‘mostly’ because that can be altered 
by the schema. In that case, testing 
against the rules it defines would be a 
schema validation test. Here I am describ-
ing a difference test. SoapUI can do both, 
as separate assertions.

The tool diffxml (http://diffxml.sourceforge.
net) can find, and apply, differences, 
similarly to how diff and patch do it for 
text files. It is called from the command 
line with:

diffxml file1 file2

and can also be used as a library, so 
integrating it with your test automation is 
trivial. Part of its output (figure 18) is a list 
of instructions: what needs to be done 
to file1 to make it the same as file2. The 
utility patchxml can perform them.

Mark Lehky has worked in test automation in multiple industries since 1999. He blogs 
on the subject at http://siking.wordpress.com and keeps in touch via LinkedIn (http://
linkedin.com/in/marklehky)
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